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Prologue
The Weather Indoors

There is a machine in your life that you almost never think about. It hums

behind  walls  and  above  false  ceilings.  It  drips  onto  pavements  from

window ledges.  It  idles on rooftops of hospitals,  sleeps inside the spare

rooms of the middle class, and roars beneath the floors of buildings where

the world’s data lives. It has no single celebrated shape, the way a car or a

telephone does, and yet it has redrawn the map of where human beings

can live, what they can eat, which medicines survive the journey to their

blood,  and  whether  a  summer  afternoon  is  an  ordeal  or  a  setting  for

ordinary work.

The air conditioner is easy to miss because its product is an absence. It

sells  the  removal  of  heat,  the  subtraction  of  moisture,  the  feeling  of

nothing in particular. Nobody admires a cooled room the way they admire

a bridge. But look at the room the way this series of books looks at a glass

of water or a spoonful of sugar, and the machine comes into focus. Ask

who made the cold, and through what steps, and at what cost, and a whole

industrial  world  appears:  copper  mines  and  compressor  foundries,

chemistry that had to be invented twice because the first version poisoned

the sky, a treaty that every nation on earth has signed, an electricity grid

that sags every June,  and a quiet hundred-year argument about what a

human body is owed by the buildings it sits in.

This book follows the air conditioner’s whole story. It begins before the

machine existed, when cooling was a harvest cut from frozen lakes and

shipped across oceans, and when entire desert cities were engineered to

breathe.  It  watches  a  twenty-five-year-old  engineer  solve  a  printing
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problem in Brooklyn in 1902 and, almost without meaning to, found an

industry that would outgrow printing, outgrow industry itself, and end up

in the  bedroom.  It  follows the  refrigerant,  the  working fluid  inside  the

coils,  through  one  of  the  strangest  sagas  in  chemistry:  a  molecule

celebrated as a miracle of safety, then indicted as a destroyer of the ozone

layer,  then  replaced  by  cousins  that  warm  the  planet,  then  by  older

substances once dismissed as too dangerous to use. And it counts what the

machine  now  carries:  a  fifth  of  the  electricity  used  by  the  world’s

buildings, a cold chain that decides whether food and vaccines survive, and

a  demand  curve  climbing  so  steeply  that,  on  the  International  Energy

Agency’s arithmetic, ten new air conditioners have been sold every second

of the last  three decades and will  keep selling at  that pace for decades

more.

The method throughout  is  the  one this  library  is  built  on.  The item

comes first. The air conditioner is not treated as a product of Carrier or

Daikin  or  Gree,  companies  that  appear  here  as  characters  rather  than

owners of the story. It is treated as an industry of its own, filed on the

GICS  map  among  household  appliances  but  reaching  into  chemicals,

construction,  semiconductors,  utilities  and  medicine.  Its  history  is  told

globally before any single country is examined. Its figures are drawn from

filings,  industry  associations  and  public  research,  with  every  claim

traceable to a source in the companion volume that travels with this book.

Where  a  number  is  a  forecast,  it  is  labelled  a  forecast;  the  future  is

interesting enough without borrowing authority from the present.

A  note  on  what  this  book  is  not.  It  is  not  investor  news,  and  no

company is  recommended or  traded  here.  It  is  not  a  physics  textbook,

though  the  physics  is  real  and  is  explained  honestly.  And  it  is  not  a

cautionary tale with the comfort edited out. The air conditioner’s history

contains exploitation, accidents and environmental harm, and those stay

in, cited. But the deeper current of this story is curiosity: people noticing
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that air behaves strangely when you compress it, that wet paper betrays

the weather, that a guinea pig’s survival could be the difference between a

safe molecule and a hidden poison, and then wandering far enough to do

something about it.

The  machine  that  resulted  is  now  so  ordinary  that  its  hum  is  the

background of modern life. This book makes it strange again, which is to

say it makes it visible. That is where material thinking begins.
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P A R T  O N E

The Long Fight Against Heat
Shade, wind, ice, and the first laboratories of cold.



C H A P T E R  1

The Oldest Enemy

The body is the first machine in this story

Every air conditioner ever built exists to serve a piece of biology that has

not changed in two hundred thousand years. The human body keeps its

core  near  37  degrees  Celsius  and  defends  that  temperature  jealously,

because the chemistry of life is  calibrated to it.  Let the core rise a few

degrees and the machinery begins to fail  in a predictable sequence: the

heart  rate  climbs  to  push  blood  toward  the  skin,  sweat  glands  open,

judgment degrades, and somewhere around 42 degrees the proteins that

run the body begin to denature. The skin itself must stay cooler than the

core for heat to flow outward at all,  which is why physiologists fix the

human skin ceiling near 35 degrees under normal conditions. Above that,

the  body  cannot  even  dump its  own metabolic  heat  into  the  world.  A

resting adult generates roughly the heat of a hundred-watt bulb; a person

working  in  a  field  generates  several  times  that.  Heat  must  leave,

continuously, or the person dies.

Evolution’s  answer  to  this  problem  is  sweat,  and  sweat  is  a  cold

machine in its own right. When a gram of water evaporates from skin it

carries away roughly 2,400 joules of heat, one of the highest latent heats of

vaporization of  any common substance.  This is  why a  breeze feels  like

mercy and why a wet cloth on the forehead is older than any technology in

this  book.  But  sweat  has  a  fatal  dependency:  it  only  works  if  the

surrounding  air  will  accept  more  water.  Physicists  express  this  limit

through the wet-bulb [3] temperature,  the reading a thermometer takes
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when its bulb is wrapped in a wet cloth and the air is allowed to do its

worst. When the wet-bulb temperature reaches about 35 degrees Celsius,

evaporation stops being able to cool skin that is itself at 35 degrees, and a

healthy person sitting in the shade with unlimited water will still overheat

and die within hours.

What makes this limit chilling rather than theoretical is how close the

real world gets to it. In a landmark 2010 study in the Proceedings of the

National  Academy  of  Sciences,  Steven  Sherwood  and  Matthew  Huber

observed that peak wet-bulb temperatures across the world’s climates are

strikingly similar and never exceed about 31 degrees today. The ceiling at

35 is not a remote abstraction; it is a boundary that the hottest inhabited

places approach every summer. Later research has suggested the practical

threshold for vulnerable people is lower still.  The air conditioner enters

history  as  the  first  technology  that  could  push  a  room’s  wet-bulb

temperature down at will. Every other response to heat, from the cave to

the courtyard, had to wait for the air to cooperate.

Before the machine: the architecture of cool

Human  beings  did  not  wait  for  1902  to  fight  heat.  The  archaeological

record of hot regions is, in large part, a record of cooling technology that

used no energy but cleverness, and some of it performed well enough to

remain in use today.

The most beautiful of these answers is the windcatcher, the badgir [1] of

the Iranian plateau. The desert city of Yazd, [2] among the hottest cities on

earth,  is  crowned  with  hundreds  of  these  towers,  some  dating  to  the

Timurid period; the tallest, rising over the Dowlat Abad garden pavilion,

stands 33.35 metres above the roof it serves. A windcatcher is exactly what

its name says: a tower with vents at its top, open to one side or to as many

as  eight,  that  traps  the  prevailing  wind  well  above  the  roofline  and

11



channels it down into the living rooms below. When the wind blows, the

tower forces air downward; when the air is still, the sun heats the tower’s

walls, the air inside rises, and the tower reverses into a chimney that draws

cooler air up from courtyards and basements. In the Gulf ports the towers

were  square  and faced  the  sea  breeze;  across  Khorasan they shrank to

simple vaulted vents; in Yazd they became an art form in brick and carved

plaster.  Where water ran near,  screens were hung across the vents and

wetted,  so  the  descending  air  was  cooled  further  by  evaporation.

Encyclopaedia Iranica, which treats the badgir as a technology of passive

air conditioning, records them across a belt from Pakistan to North Africa.

The  Persians  paired  the  tower  with  the  qanat,  the  gently  sloping

underground canal that carried groundwater across kilometres of desert

without losing it to evaporation, and with the yakhchal, a dome of thick

mud brick in which winter ice, made in shallow pools on cold desert nights

or  hauled  from  mountains,  was  insulated  well  enough  to  survive  the

summer. None of these inventions cooled air the way a compressor does.

Together  they  did  something  subtler:  they  moved  heat  through

architecture, storing cold in mass and water, harvesting wind and night

sky, and shaping rooms to the hours of the day. A Yazdi household slept its

summer afternoons in the sardab, the cooled basement, and its nights on

the roof under the stars.

Egypt arrived at its own answer, the malqaf,  a roof scoop facing the

north wind, found in paintings on the walls of a tomb at Tell el-Amarna

from roughly 1300 BCE, attached to the house of a nobleman. Rome, where

it could, ran aqueduct water through the walls of wealthy houses. In the

Indian subcontinent the punkah, a swinging cloth fan pulled by a servant

through a ceiling-mounted frame, moved air across the dining tables of the

British Raj, and the khus screen, woven from fragrant vetiver roots and

kept wet, cooled whole verandas by evaporation while perfuming them.

Earthen pots cooled drinking water everywhere clay existed, and still do:
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the matka of  India,  the zeer of  Sudan,  the olla of  the Spanish-speaking

world are one technology, the evaporative pot, wearing local names.

The chemistry inside the body and inside the room

It is worth pausing on why evaporation dominates this history, because the

air conditioner’s entire physics is evaporation domesticated. A liquid that

evaporates must find the energy for the phase change somewhere, and it

takes that energy as heat from whatever it touches: skin, a clay pot, the

wet  wick  of  a  desert  cooler,  or  eventually  the  copper  coil  of  an  air

conditioner.  The  reverse  is  equally  true  and  equally  exploited:  when  a

vapor condenses back into liquid, it gives that heat up. Every refrigerating

machine in this book is a device for making a fluid evaporate in one place,

where  cold  is  wanted,  and  condense  in  another,  where  heat  can  be

dumped.  The  desert  civilizations  used  the  first  half  of  the  cycle,

evaporation, and let the open sky dispose of the moisture. The machine

would close the loop.

There  was  a  second,  quieter  discovery  embedded  in  pre-industrial

cooling: cold stores well. Ice cut in winter could serve in August if it was

buried  deep  enough,  shaded  well  enough,  and  drained  of  its  own

meltwater. The yakhchal’s dome, the European icehouse sunk into a north-

facing slope, the insulated icebox of the American kitchen are all the same

insight  at  different  scales,  and  the  insight  survives  inside  modern  grid

planning, where some buildings now make ice at night to cool themselves

the next afternoon.

The honest limits of the old answers

Romanticizing these technologies would be a mistake this book will not

make. Windcatchers worked beautifully in Yazd’s dry heat and did almost

nothing  in  the  wet  heat  of  the  coasts,  where  evaporation,  the  engine
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behind most passive cooling, chokes on air already saturated. The punkah

cooled the table it swung over and required a human being to pull its rope,

which  embeds  the  comfort  of  one  person  in  the  labor  of  another.  Ice

reached only those who could pay for  it,  a  point  the next  chapter  will

quantify.  And no passive technique could hold a fixed temperature and

humidity  hour  after  hour,  which  is  what  printing  presses,  textile  mills,

chocolate  factories,  operating  theatres  and  eventually  ordinary  sleepers

would come to demand.

That demand had a precise physical meaning, and its name was latent

heat.  The  people  who  first  met  it  head-on  were  not  trying  to  cool

themselves  at  all.  They  were  trying  to  keep  paper  from  wrinkling,

chocolate from blooming, and cotton thread from snapping. Comfort, the

thing the air conditioner is now synonymous with, arrived late and almost

by accident. The industry was born, as industries so often are, as a solution

to a problem of materials.

Sidebar: the unit named after ice

The air-conditioning industry still measures cooling power in a unit that

remembers the ice age of cooling. One ton of refrigeration is the rate of

heat absorption needed to melt one short ton of ice at 0 degrees Celsius

over  24  hours:  12,000  British  thermal  units  per  hour,  or  about  3.52

kilowatts. When a contractor says a house needs a three-ton system, or

when the Milam Building in San Antonio is recorded as having opened in

1928 with 300 tons of capacity piped to fan-coils on every floor, the unit is

carrying Frederic Tudor’s cargo and the Hudson River ice harvest inside it.

The machine outlived the ice; the unit never let go.
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The body’s accounting, continued

The sweat economy deserves one more look, because it sets the scale for

everything a machine must do. A person at rest sheds about a hundred

watts; walking, two to three hundred; hard physical labor in the heat, five

hundred and more. For that heat to leave, the sweat must evaporate, and

evaporation pays by the gram: at roughly 2,400 joules per gram of water, a

laborer dissipating four hundred watts is evaporating on the order of six

hundred grams of sweat an hour, more than half a liter. That is water the

body must be given back, which is why heat has always been a water story

as much as a temperature story. The desert architectures of the old world,

with  their  jars  and  qanats  and  shaded  fountains,  were  answering  both

halves  of  the  problem at  once:  keeping people  cool  and keeping water

reachable were the same design brief.

Humidity’s sabotage of sweat is a matter of gradients. Air can hold only

so much water vapor, and the amount rises steeply with temperature; hot

air is thirsty air, until it is not. The relative humidity reading on a weather

report is  the ratio of what the air holds to what it  could hold,  and the

closer it runs to a hundred percent, the less room there is for the body’s

water to leave. This is why the same 38 degrees is bearable in Yazd and

dangerous in Kolkata, and why the wet-bulb temperature, which folds both

readings into one, is  the honest measure of heat danger.  Sherwood and

Huber’s finding that the world’s wet-bulb peaks cluster near 31 degrees

tells us that evolution and climate have negotiated a narrow corridor, and

that the corridor has walls.

The heat economy of the ancient city

The ancient world’s great cities were, in effect, machines for managing this

corridor. The courtyard house, found from Rome to Rajasthan, is a climate

device:  an  interior  void  that  shades  itself,  draws  cooler  night  air
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downward, and lets the day’s hottest air rise away from the rooms around

it. Thick masonry, the mass of the Mediterranean wall and the Indus vault,

is a time machine: it slows the day’s heat so that it arrives indoors after

sunset, when it can be vented. Narrow lanes between tall houses shade the

street;  arcades  shade  the  walker;  the  siesta,  far  from  laziness,  is  a

scheduling technology that moves labor out of the dangerous hours. Seen

this way, the modern sealed glass tower is the anomaly, a building that

ignores the corridor and pays the compressor to restore it.

This is not nostalgia. The old technologies had a ceiling: they moderated

heat, they rarely mastered it, and they failed precisely where the modern

machine is most needed, in hot humid regions, in the windowless interiors

of dense modern buildings, in the operating theatre and the server hall.

The windcatcher’s limitation is not a defect but a boundary condition, and

the air conditioner’s story begins at exactly that boundary. The rest of this

book is about what happened when human beings decided the boundary

was unacceptable.

C H A P T E R  2

The Ice Kings
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The ice trade’s winter harvest: New England’s frozen lakes supplied the world’s first cold chain.

Cold as cargo

In  the winter  of  1806,  a  twenty-three-year-old  Boston merchant  named

Frederic Tudor loaded a brig called the Favorite [4] with ice cut from his

father’s pond at Rockwood in Saugus, Massachusetts, and sent it fifteen

hundred miles south to Martinique. The Boston Gazette marked the sailing

of February 10 with open amusement: “No joke. A vessel has cleared at the

Custom House for Martinique with a cargo of ice. We hope this will not

prove  a  slippery  speculation.”  It  did  prove  slippery.  Much of  the  cargo

melted on the three-week passage,  the island had no insulated place to

store what survived, and Tudor lost some $4,500 on the venture. He had

sent his brother William and his cousin James Savage ahead to beg island

governments for exclusive selling rights, certain that competition would be

the hard part. The hard part was everything else: ships, insulation, storage,

and a market that did not yet know it wanted ice.

Tudor spent the following decades, through bankruptcies and a stretch

in debtors’ prison, building those missing pieces one at a time. He learned

that  sawdust  insulated  better  than  the  blankets  and  hay  of  his  first

attempts,  that  an icehouse  had to  drain  its  own meltwater  or  the  melt

would eat the ice, that uniform blocks stacked tighter and melted slower,

blocks sawn once the ice stood eight inches thick
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and that a bartender in Havana would pay for cold once he had tasted

what it did to a drink. By the 1830s his Tudor Ice Company had become

what historians count among the first American multinational businesses,

shipping ice to the Caribbean, to the American South, to Europe, and as far

as India and Hong Kong. The Gazette’s slippery speculation had become a

trade  so  established  that  ships’  manifests  listed  the  cargo  without

comment.

September 1833, Calcutta

The farthest  reach of  that  trade deserves a  slow look,  because it  is  the

moment the industrial cooling story first touched India. On the sixth of

September 1833, after four months at sea, the ship Tuscany [5] came up the

Hooghly into Calcutta carrying 180 tonnes of New England lake ice. More

than a third of the cargo had melted on the passage; what remained was,

by the standards of the day, a triumph of insulation and obstinacy. Crowds

gathered on the ghat to watch the great cold blocks come ashore, and the

Telegraph of Kolkata’s historical column preserves the best detail of the

day:  one onlooker asked whether ice  grew on trees in America.  It  is  a

question with the logic exactly backwards in the most instructive way. To a

Bengali  of  1833,  cold  was  a  thing of  mountains  and winter,  something

nature  distributed  by  altitude  and  season.  The  idea  that  it  could  be

manufactured, packed, shipped across the equator and sold by the block

was the genuinely strange proposition.

Calcutta took to it. Tudor’s ice, clearer and harder than anything locally

imaginable,  earned  him  duty  waivers  and  privileges  from  the  British

authorities,  and  for  three  decades  the  Boston-Calcutta  ice  run  was  a

standing trade, later extended to Bombay and Madras. Icehouses went up

in the presidency towns; cold claret in a Bengal August became a fixed

feature of colonial life. It is one of the founding ironies of this book that
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India’s first mass experience of manufactured cold arrived by sail,  from

ponds north of Boston, seventy years before the machine that would make

the cargo obsolete was bolted to a Brooklyn floor.

The harvest

The ice trade was, at its height, a harvest in the most literal sense. The

Smithsonian’s history of the industry reads like agronomy. After the snow

was scraped from a frozen lake, horses pulled plow-like cutters that scored

the  surface  into  grids;  men with  long saws and pike  poles  walked  the

grooves, floating blocks the size of dressers down channels of open water

to the icehouse on the shore. The ice had to measure at least eight inches

[6] thick, or it would melt too quickly to survive the journey south. Inside

the icehouse the blocks were packed deep in sawdust and straw, and a

well-built house could hold its cold through two summers. By the end of

the nineteenth century, American households from Boston to New Orleans

kept perishable food in wooden iceboxes lined with tin or zinc, and the

iceman’s wagon was as ordinary a sight as the milkman’s. The trade had

created something the world had never had: a supply chain for cold, with

commodity  pricing,  seasonal  labor,  regional  monopolies,  and  customers

trained to pay for refrigeration by the block.

It is worth registering what kind of industry this was, because the air

conditioner did not abolish it so much as swallow it. The ice trade was a

materials-and-logistics  business:  its  core  competencies  were  insulation,

cutting  tools,  warehousing,  shipping  and  route  distribution.  It  had  a

geography of value: cold could only be harvested where winter made it, so

the trade moved value from cold places to hot ones. And it had a brand

structure: lake names stood for purity, and distant buyers learned to ask

for the labels they trusted. In its bones, this is the same industry that later
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sold machine cooling by brand and specification. The compressors replaced

the ponds; almost nothing else about the market’s shape was new.

Why the trade died, and what it left behind

Two pressures killed the natural ice trade, and both matter for the rest of

this  book.  The first  was  purity.  City  ponds  and  slow rivers  froze  over

whatever the summer had dumped in them, and by the 1890s an informed

consumer could reasonably worry that the ice in the icebox carried the

town’s  infections.  The  second  was  manufacture.  Ice-making  machines,

which the next chapter follows from the laboratory to the brewery, could

make ice anywhere, in any season, at a controlled quality, and once their

costs  crossed  the  harvest’s,  geography  lost  its  monopoly.  Artificial  ice

plants spread across the American South before 1910, the iceman’s routes

thinned through the 1920s and 1930s as mechanical refrigerators entered

kitchens, and by mid-century the ice harvest was a museum subject.

But the ice trade left three inheritances that the machine age absorbed

rather  than  replaced.  The  first  was  the  icebox  itself,  and  with  it  the

household habit of buying cold as a utility: when the electric refrigerator

arrived,  it  walked  into  a  room  the  icebox  had  already  furnished.  The

second was the unit. The cooling industry still sells capacity by the ton of

refrigeration, the rate at which heat must be absorbed to melt one short

ton of ice in twenty-four hours: 12,000 British thermal units [7] per hour,

about 3.52 kilowatts by ASHRAE’s definition. A century after the last great

Hudson River harvests, every chiller contract on earth is denominated in

melted ice. The third inheritance was the market map. The routes the ice

trade opened, from cold production to hot consumption, are the routes the

air-conditioner  industry  would  rewire  with  machines  instead  of  cargo.

Tudor’s real product was never ice. It was the idea that temperature could

be sold.
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The class structure of cold

One more thing the ice trade established, quietly, was the class structure of

cooling.  Ice  was  a  perishable  luxury:  the  price  of  a  cold  drink  in  July

included the pond, the sawdust, the ship, the icehouse, the wagon and the

iceman’s daily route, and that stack of costs meant that through most of

the nineteenth century, cold in a hot place was something the comfortable

bought  and the poor watched them buy.  The icebox democratized food

storage  only  partially;  in  the  crowded  tenements  of  the  same  cities,

spoilage remained a daily tax on households that could least afford it. This

book  will  return  to  that  pattern,  because  it  never  really  left.  The

distribution  of  air  conditioning  in  the  twenty-first  century  still  tracks

income with uncomfortable fidelity,  and the question of who gets to be

cool, which once meant who could pay the iceman, is now a question of

public health measured in heat deaths. The machinery changed entirely.

The shape of the market changed less than we like to think.

The tools and the trade

The ice harvest developed its own industrial technology, and its tools read

like a preview of mechanized farming. The horse-drawn ice plow scored

the field of ice into a grid; hand saws finished the cuts; pike poles and ice

tongs,  the  trade’s  signature  implements,  floated  and gripped the  blocks

along  the  channel  to  the  house.  The  icehouse  itself  was  a  precision

structure: double walls packed with sawdust, a ventilation scheme to carry

off  the  warm air  of  melting,  and  drains  to  remove  meltwater,  because

standing water destroys ice faster than warm air does. The Smithsonian’s

account  emphasizes  the  discipline  of  it:  the  snow scraped  off  first,  the

thickness measured, anything under eight inches left for the sun. It was

agriculture on a frozen field, with a crop that could not be allowed to ripen

past zero degrees.
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The economics were ruthless  and instructive.  The crop was free,  the

labor seasonal and cheap, the capital in icehouses and ships; the enemy

was thermodynamics, which took a tax on every mile and every warm day.

Tudor’s  first  Martinique  voyage  lost  money  though  his  ice  cost  him

nothing but the cutting, because his insulation, storage and market were

unbuilt.  The  trade’s  margins  came  from  engineering  details:  better

insulation, faster loading, deeper houses, direct rail spurs to the lakeshore.

It was, in miniature, the same equation the modern cold industry solves:

the physics is fixed, the money is in the handling.

The icebox kitchen

The trade’s endpoint in the home was the icebox, and it is worth dwelling

on because  it  defined the  consumer  relationship  the  refrigerator  would

inherit. The icebox was furniture: an oak or ash cabinet lined with tin or

zinc,  insulated  with  cork  or  felt,  holding  a  block  of  ice  in  an  upper

compartment so that cold air, being denser, fell over the food below. The

iceman’s route made cold a subscription, delivered by the block, with a

card in the window signaling the day’s order. Meltwater collected in a drip

pan  the  household  had  to  empty.  The Smithsonian  notes  that  iceboxes

lasted in ordinary use into the 1930s, which means the electric refrigerator

did  not  create  the  household  cold  market;  it  converted  a  serviced

commodity into an appliance. That conversion, from delivered commodity

to owned machine, is the template for the air conditioner’s own move from

building service to consumer product,  and it  is  why the two industries,

refrigeration and air conditioning, are one family in this book.

C H A P T E R  3
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The Laboratory of Cold

A letter from London

The modern history of artificial cold begins, fittingly, with someone doing

science for  the  pleasure  of  it.  On June 17,  1758,  Benjamin Franklin  [9]

wrote from London to his friend John Lining in South Carolina about a set

of experiments he had been running with the Cambridge physician John

Hadley on the cooling power of evaporation. They had wetted the ball of a

thermometer with ether, a spirit that evaporates greedily, and watched the

reading sink, degree by degree, as they fanned it, until in a warm room the

thermometer’s  surface  gathered  frost.  Franklin,  writing  to  a  friend  in

sweltering Charleston, could not resist the mischievous implication that a

man might one day be frozen on a hot summer’s day by his own choosing.

The letter survives in the Founders Online archive, and it is the first clear

statement  in  this  book’s  lineage:  evaporation  is  not  a  folk  trick  but  a

controllable physical effect, and cold is not a substance that flows in but a

heat that flows out.

That framing, heat as the thing that moves, was the conceptual hinge on

which the entire industry would later swing. The eighteenth century was

still  arguing  about  phlogiston  and  caloric  when  Franklin  wet  his

thermometer, but the experiment itself was unambiguous. A volatile liquid,

allowed to boil away, will rob heat from whatever it touches. Hold that fact

and the next hundred and fifty years of this story are just engineering.

Glasgow, 1748 and 1756

William  Cullen,  [8]  a  physician  and  chemist  at  Glasgow  and  later

Edinburgh, took the same effect one deliberate step further. If evaporation
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cools because a liquid absorbs heat as it boils, then boiling can be forced

without a flame: put the liquid under a partial vacuum and it will boil at

room  temperature,  sucking  heat  from  its  surroundings.  An  account

published in the Edinburgh Physical and Literary Essays in 1748 describes

Cullen using an air pump to pull a vacuum over a vessel of diethyl ether;

the ether boiled violently, absorbed heat, and produced a little ice. In 1756,

at  Edinburgh,  he  gave  what  historians  record  as  the  first  documented

public demonstration of artificial refrigeration. It made no ice worth selling

and chilled nothing but the glassware, and Cullen, a man of medicine, had

no  commercial  design  on  it.  But  the  demonstration  fixed  the  essential

principle  of  every  refrigerating  machine  to  come:  cold  can  be

manufactured on demand, at a point, by making a working fluid change

phase under mechanical control.

The conception and the patent

The  next  two  leaps  belong  to  a  pair  of  Americans  separated  by  three

decades,  one of whom never built  anything and one of whom built  too

early.  Oliver  Evans  of  Delaware,  the  restless  designer  of  high-pressure

steam engines and automated flour mills, conceived in 1805 a closed vapor-

compression refrigeration cycle: compress a vapor, cool it into liquid, let it

expand  and  boil,  and  use  that  boiling  to  chill  water  continuously.  The

American Society of Mechanical Engineers, which later placed the vapor-

compression cycle among the most significant achievements in mechanical

engineering, is careful with the record: Evans described the machine and

never built it. Jacob Perkins, [10] an associate of Evans who had emigrated

to England, filed the patent that counts: in 1834, an English patent for an

“Apparatus  and  means  for  producing  ice,  and  in  cooling  fluids,”  a

continuously  operating,  closed  vapor-compression  machine  running  on

volatile liquids. An engineer in Perkins’s orbit,  John Hague, constructed

24



and  demonstrated  the  device  in  1835.  It  worked,  and  then  history

shrugged. The machine had no market yet: the ice trade was at its zenith,

power was expensive, and nobody needed a machine to do what a frozen

lake did for the cost of horses and saws. Perkins’s patent sat on the shelf as

a correct answer waiting for the question to be asked seriously.

The doctor of Apalachicola

The  question  was  asked  seriously  in  an  unlikely  place:  a  malaria-and-

yellow-fever  hospital  in  the  humid  Florida  Panhandle.  John  Gorrie,  a

physician in Apalachicola, was convinced that cooling his fever patients’

rooms would save them, and that the imported ice he relied on, shipped

south  from  northern  ponds  at  ruinous  expense,  was  too  unreliable  a

foundation for medicine. His solution, developed through the 1840s, was to

make ice with a machine that  compressed air:  air  squeezed by a pump

grows hot;  cooled  against  water  and then allowed to  expand against  a

piston, it grows cold enough to freeze water in a mold. The engine even

recovered some of the compression work, an economy Gorrie described

with pride. On May 6, 1851, the United States granted him patent 8,080,

[11]  “a  machine  for  the  artificial  production  of  ice  and  for  general

refrigeratory  purposes,”  the  first  American  patent  for  mechanical

refrigeration.  Its  text,  which anyone can still  read in the patent office’s

archives,  lays  out  the  whole  ambition  in  the  first  person:  artificial

refrigeration “in greater quantity from atmospheric air than can be done

by any known means.”

Gorrie failed anyway. His financial backer died, the ice lobby and the

press mocked him, and he died in 1855, his machine a curiosity. Florida

would eventually put his statue in the United States Capitol, a monument

to  a  man  who  was  right  about  everything  except  the  timing  and  the

business.  The pattern  is  worth  naming,  because  this  book will  show it
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again:  in  this  industry,  being  first  and  being  correct  has  never  been

sufficient.  The  item  becomes  an  industry  only  when  the  machine,  the

market, the energy supply and the distribution all arrive together.

The two chemistries

Meanwhile a second refrigeration family tree was branching off in France,

and its descendants are still with us. In 1850 Edmond Carré [15] built the

first  absorption  refrigerator,  exploiting  a  different  trick:  instead  of

compressing a vapor mechanically, let it be absorbed into another liquid

and then boil it back out with heat. His machine used water absorbed into

sulfuric acid. His brother Ferdinand carried the idea to its durable form: in

1858 he built a machine using ammonia as the refrigerant and water as the

absorbent, patented it in France in 1859 and in the United States in 1860,

and exhibited it at the Universal Exhibition in London in 1862, where it

produced ice at 200 kilograms an hour, a figure from the exhibition record.

The  absorption  machine  needed  no  engine  at  all,  just  a  flame,  and

ammonia-water absorption chillers survive today in a quiet niche: hotel

minibar refrigerators that make no noise because they have no moving

parts, and industrial chillers fed with waste heat.

Munich, 1876: refrigeration becomes science

The man who turned refrigeration from a machine into a discipline was

Carl  von  Linde,  [14]  professor  of  thermodynamics  at  Munich.  Where

earlier builders had tinkered toward cold, Linde could compute it. In 1876,

at thirty-four, he patented an ammonia vapor-compression machine whose

design  grew out  of  thermodynamic  calculation  of  which  working  fluid

would give the most cooling per unit of work. A Nature retrospective notes

the judgment of  the engineer  James Ewing in 1908:  the Linde machine

owed its success to “excellence in mechanical detail” as much as to the
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theory behind it.  The ammonia machine became the standard industrial

refrigerating plant  for  generations,  dominant  everywhere  except  at  sea,

where carbon dioxide systems were preferred; Linde went on to pioneer

the liquefaction of air and the industrial separation of gases, founding the

industrial-gas lineage that carries his name to this day.

The clientele tells  you where refrigeration’s  first  real  economy lived:

breweries. Brewing lager demands cold fermentation and cold storage, and

brewers had been among the largest  buyers of  natural  ice.  Linde’s  first

customers  were  brewers,  his  laboratory  was  supported  by  Munich’s

brewing  industry,  and  through  the  1870s  and  1880s  mechanical

refrigeration  marched  through the  breweries  of  Germany and  then  the

world.  From  brewing  it  spread  to  meatpacking,  to  cold-storage

warehouses,  to  the  ships  carrying meat  across  the  Atlantic,  and to  the

artificial  ice plants that  would end Tudor’s  trade.  The same compressor

that  cooled  the  brewery  cooled  the  abattoir,  and  the  cold  chain  that

Chapter 16 follows began, link by link.

What the laboratory had assembled

Take stock of what existed by, say, 1890. The physics was understood and

computable: vapor compression, vapor absorption, latent heat, the phase

behavior  of  ammonia,  ether,  carbon  dioxide,  sulfur  dioxide.  Machines

existed in three architectures, air cycle, vapor compression, and absorption.

Industrial  buyers  existed:  brewers,  meatpackers,  ice  plants,  cold  stores.

And yet there was no air conditioner, no industry of comfort, and no unit

you  could  put  in  a  room.  What  was  missing  was  not  invention  but  a

problem  specific  enough  to  force  the  pieces  together,  and  a  person

stubborn enough to keep them together.  The problem turned out  to  be

moisture in a printing plant. The person turned out to be twenty-five years

old.
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The southern cold

One more pioneer belongs in this chapter, because he carried the loop to

the  far  side  of  the  world  and  made  it  pay.  James  Harrison,  a  Scottish

printer  and  journalist  turned  inventor  in  Australia,  built  vapor-

compression ice machines in the 1850s at Geelong, working with ether. The

Australian Dictionary of Biography [12] records the essentials:  Harrison

designed and built the plant for Australia’s first manufactured ice at Rocky

Point,  taking out a  local  patent in 1854;  brewers adopted his  principles

early; and in 1856 and 1857 he took his process and apparatus to London to

patent,  talking  shop  with  Faraday  and  Tyndall.  The  Carré  exhibition

machine of 1862 was, by the historical record, based in part on Harrison’s

gas-vapor system. The attempt that made him famous ended in failure: the

project of shipping frozen Australian meat to England collapsed in 1873,

the  meat  spoiling  within  weeks  of  departure,  as  the  Spectator  [13]

regretted to observe that October. Yet the attempt itself was the rehearsal

for  the  refrigerated  meat  trade  that  would  transform  Argentina,  New

Zealand and Australia within a generation. The pattern is Gorrie’s again,

with a different ending:  right machine,  right continent,  wrong logistics,

and then the logistics arrived.

The absorption afterlife

The Carré brothers’ absorption idea had a long second life that is easy to

miss  because  it  hides  in  quiet  machines.  With  no  compressor  and  no

moving parts, an ammonia-water absorption refrigerator needs only heat,

so  it  went  wherever  silence  and  simplicity  beat  efficiency:  the  hotel

minibar, the caravan fridge, the off-grid cabin running on bottled gas, and

the great absorption chillers of district plants, driven by waste heat, steam

or gas flame. When this book’s final chapters discuss cooling that runs on

what  other  processes  throw away,  they  are  discussing  Edmond Carré’s
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1850  trick  wearing  modern  controls.  The two chemistries  of  the  1850s,

compression  and  absorption,  never  merged  and  never  died;  they

specialized. Compression took the workhorse roles where electricity was

cheap and efficiency mattered; absorption took the corners where heat was

free  or  silence  was  golden.  The lesson generalizes:  in  this  industry,  no

architecture ever truly disappears; it waits for its niche.

What the laboratory had not yet seen

For all its progress, nineteenth-century refrigeration had a blind spot the

size of this book: it cooled things, not air. The machines made ice, chilled

cellars, froze meat. Nobody had built a machine whose product was the

condition of a room, because nobody had been forced to measure air itself.

The thermometer was ancient, but humidity was measured with wet hair

and  wet  wicks,  and  the  idea  that  air  had  a  specifiable  condition,

temperature  and  moisture  together,  controllable  by  a  machine,  did  not

exist as an engineering concept. It took a materials problem in a Brooklyn

print  shop  to  force  the  concept  into  being,  and  a  young  engineer’s

willingness to measure what everyone else had only complained about.

That is the hinge the next chapter turns on.
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P A R T  T W O

The Machine in the Laboratory
A young engineer, a Brooklyn print shop, and the invention of

manufactured weather.



C H A P T E R  4

Wrinkled Pages

The problem arrives in Brooklyn

The air conditioner was not invented to cool people. It was invented to

cool paper.

In the summer of 1902, the Sackett [17]-Wilhelms Lithographing and

Publishing  Company  of  Brooklyn  was  fighting  the  weather.  The  firm

printed color work for magazines, and color printing of that era was an act

of registration: a sheet passed through the press once for each color, and

each pass had to line up with the last to within a fraction of a millimetre.

Paper, being a material made of fibers that drink the air, swells when the

air is wet and shrinks when it is dry. A muggy New York summer could

stretch a sheet between passes enough to ruin a run, and the printers were

losing  work  to  the  humidity.  The  wrinkled  pages  were  not  a  comfort

problem or a health problem. They were a manufacturing defect, priced in

spoiled paper and missed deadlines.

The job of fixing it went to a young mechanical engineer at the Buffalo

Forge Company, a Buffalo manufacturer of fans,  heaters and ventilating

equipment, whose publishing-industry clients needed better air handling.

Willis Haviland Carrier was twenty-five years old, one year out of Cornell,

and possessed of the kind of mind that treats fog on a train platform as a

homework problem: the famous story, retold in every Carrier history, has

him realizing while waiting in a railway mist that air’s moisture content is

a function of its temperature, and that to dry air you must cool it to the

temperature at which the water falls out. Whether or not the fog epiphany
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happened exactly as told, the engineering that followed is documented. On

July 17, 1902, [16] Carrier dated a set of drawings for a system to control

the humidity in the printing plant: air would be blown over coils carrying

chilled water, the coils would condense the excess moisture out of the air,

and the dried air  would return to the pressroom at  a  steady state.  The

world’s first modern air-conditioning system was installed that summer at

Sackett-Wilhelms. It worked. The pages stopped wrinkling.

Carrier’s  company  records  the  date  plainly,  and  the  United  States

Department  of  Energy’s  history  of  air  conditioning  fills  in  the  follow-

through: through the next years he refined the apparatus and secured a

patent for his “Apparatus for Treating Air,” a machine that could humidify

as well as dehumidify, by heating water to add moisture or chilling it to

subtract. The word to hold onto is treating. Carrier had not built a cooler.

He  had  built  a  machine  for  putting  air  into  a  specified  condition,

temperature  and  moisture  together,  and  holding  it  there.  That  idea,

conditioning as a target state rather than a blast of cold, is what separates

the air conditioner from every fan, ice block and fountain that came before

it. It is also why the industry he founded measures itself in control, not just

cold.

The name arrives from a cotton mill

Curiously, Carrier did not name his industry. The naming happened four

years  later,  in  May  1906,  at  a  meeting  of  the  American  Cotton

Manufacturers  Association,  and the  man responsible  was  not  a  cooling

engineer  but  a  mill  engineer:  Stuart  Warren  Cramer  [18]  of  Charlotte,

North Carolina, designer of some 150 textile mills across the South, holder

of  more  than  sixty  patents,  and  author  of  the  encyclopedic  “Useful

Information for Cotton Manufacturers.” Cotton thread, like printer’s paper,

is hostage to humidity: dry air makes fibers brittle and static-prone, and a
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snap in a spinning frame costs money. Cramer had spent years installing

systems  to  humidify  and  clean  mill  air,  and  at  the  1906  meeting  he

proposed a single term for the whole family of techniques. North Carolina

State’s textile history program records both the term and the definition he

gave  it:  air  conditioning,  to  include  humidifying  with  the  resulting

evaporative cooling, air cleansing, heating and ventilation.

The word caught, and the man who coined it never got the industry.

Cramer’s systems used water sprays and evaporative effects rather than

refrigeration, his business stayed regional,  and in 1918 he sold out to a

Massachusetts firm,  G.M.  Parks,  which folded his  name into the Parks-

Cramer  Company,  a  textile-humidification  supplier  that  persisted  for

decades.  Meanwhile  the  refrigeration-based  approach,  which  could

subtract moisture instead of merely adding it, was proving itself the more

general tool. History remembers Carrier and footnotes Cramer, which is

roughly fair: the mill man named the baby, but the baby was Brooklyn’s.

The science gets its grammar, 1911

What turned Carrier from a clever engineer into the founder of a discipline

was that he did the mathematics. Between 1902 and 1911 he worked out

the relationships among dry-bulb temperature,  humidity,  dew point and

the  enthalpy  of  moist  air,  and  in  1911  he  presented  his  “Rational

Psychrometric  Formulae”  to  the  American  Society  of  Mechanical

Engineers. Psychrometrics, the science of moist air, became the working

grammar  of  the  entire  industry:  the  psychrometric  chart  that  hangs  in

every  HVAC  design  office  is  Carrier’s  chart  in  modern  dress.  Its

significance for this book’s larger argument is easy to miss. Before 1911,

cooling  a  room  was  an  artisan’s  craft;  after  it,  air  treatment  was  a

calculable  engineering  problem,  in  which  a  customer  could  specify  an

outcome, 80 degrees and 55 percent humidity, and an engineer could size
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machinery  to  deliver  it.  Industries  are  born  when  outcomes  become

contracts. Carrier’s own firm would soon advertise exactly that: “the whole

job, the whole responsibility, and a contract for results.”

The public meets conditioned air, 1904

The first time the general public felt manufactured weather was not in a

theater or an office but at a fair. At the St. Louis World’s Fair of 1904, the

Missouri  State  Building  was  mechanically  cooled:  the  Department  of

Energy’s  history  records  a  system moving  35,000  cubic  feet  of  air  per

minute  through  the  building’s  thousand-seat  auditorium,  rotunda  and

other  rooms.  Fairgoers  who  walked  in  out  of  the  Mississippi  Valley

summer walked into something no public building had offered before: air

held at a chosen temperature. It was a demonstration more than a business,

but it mattered, because it taught the industry that conditioned air was a

spectacle  in  itself,  an  attraction  people  would  line  up  to  experience.

Twenty years later the movie palaces would turn that lesson into a box-

office strategy.

The company survives a world war

The founding of the industry’s anchor firm reads now like a near-miss.

Buffalo Forge had set Carrier up in a subsidiary operation, the Carrier Air

Conditioning  Company,  but  when  the  First  World  War  convulsed  the

economy, the parent company pulled back from the unfamiliar business.

Carrier’s own corporate history records his recollection that at the start of

the  war  “the  entire  country  went  into  a  tailspin”  and  that  those  most

frightened planned to sell their factories. Carrier and his sales partner, J.

Irvine Lyle, decided to keep the franchise themselves. On June 26, 1915, the

Carrier  Engineering  Corporation  was  incorporated  in  New  York,  with

Carrier  as  president,  Lyle  as  treasurer  and  general  manager,  and  five
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colleagues: seven young men, $32,600 in scraped-together capital, and, by

their  own  telling,  more  collective  knowledge  of  air  conditioning  than

anyone else alive. The company opened for business on July 1, 1915, and

booked  its  first  contract  eighteen  days  later,  with  the  American

Ammunition Company of Paulsboro, New Jersey. Of its first twenty-nine

jobs, ten were for fuse-loading plants feeding the Allied war effort, work

where humid air was not a nuisance but an explosive hazard. The war that

had  closed  one  door  had  opened  another,  and  the  pattern,  military-

industrial demand as the incubator of a comfort technology, would repeat

in this industry more than once.

By the war’s end the new firm had installed its machinery in plants

producing celluloid film, textiles, paper, flour and pharmaceuticals, and it

claimed, in the language of its own history, to have served more than two

hundred industries.  The point  to  carry  forward is  that  for  its  first  two

decades, air conditioning was a tool of industry, sold to factories as process

control. Human beings experienced it only as workers inside conditioned

plants or as crowds inside occasional exhibitions. The idea that a person

might want conditioned air for itself, that comfort could be a product, was

still heretical. It took the movies to change that.

Sidebar: what “conditioned” meant

The word air conditioning has drifted in a century of use until it means

simply  cooling.  The original  engineering  meaning  is  broader  and  more

precise,  and  it  is  worth  recovering.  To  condition  air  is  to  control

simultaneously its temperature, its humidity, its cleanliness and its motion.

Carrier’s 1902 installation at Sackett-Wilhelms was valued less for the cold

than for the stability: the pressroom’s air no longer swelled and shrank

with the weather outside. This is why the industry’s founding applications

were  factories  with  hygroscopic  materials,  paper,  cotton,  tobacco,  film,
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flour,  pharmaceuticals,  and  why  the  psychrometric  chart,  not  the

thermometer, is the industry’s true emblem. Comfort, when it came, was a

byproduct  of  control.  And  control  remains  the  business:  a  modern

operating theatre, chip fab or data hall buys, above all, air that does not

surprise it.

The tools of a new trade

The young industry needed instruments as much as machines. To control

air you must first read it, and the working instrument of the early trade

was the sling psychrometer: two thermometers on a frame, one bulb dry

and one wrapped in  wet  muslin,  whirled  by  hand until  the  wet  bulb’s

evaporation reached equilibrium. The pair of  readings,  entered onto the

psychrometric chart, yielded the air’s full condition: humidity, dew point,

enthalpy.  Carrier’s  1911  formulae  were  the  theory;  the  sling  was  the

practice,  and  for  decades  the  trade’s  defining  image  was  the  engineer

whirling the instrument in a mill aisle, reading two thermometers like a

doctor  reading  a  pulse.  Recording  instruments  followed,  drawing  the

factory’s weather on clockwork drums so that a customer could see, in ink,

that the contract had been kept.  The industry’s promise,  control with a

paper trail, begins here.

It is worth pausing on what Buffalo Forge contributed beyond a payroll.

A fan company understands air as a fluid to be moved: volumes, pressures,

ducts, blades. The printing plant’s problem married that inheritance to the

new  control  of  moisture,  and  the  marriage  defined  the  industry:  air

conditioning  has  always  been  half  refrigeration,  half  air  handling.  The

chiller alone does nothing for a room; the coils, fans and ducts deliver the

condition to the space. The firms that mastered both halves thrived; the

ones that treated air as an afterthought built cold rooms that were also
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badly ventilated ones, a failure mode the industry still polices under the

heading of indoor air quality.

The decade of the mill

Through the 1900s and 1910s the new trade spread through the Southern

textile belt  and beyond. The logic was irresistible in any process where

moisture was a variable cost:  the mills  bought fewer thread breaks,  the

printers  fewer  spoiled  impressions,  the  tobacco  houses  a  stable  leaf.

Salesmen  of  the  new  art  learned  to  speak  each  industry’s  language,

because the sale was never about air; it was about thread, paper, leaf, film.

This is a pattern worth keeping for the whole library: an item becomes an

industry  by  becoming  indispensable  to  other  industries,  and  the  air

conditioner’s  first  indispensability  was  to  materials  that  drank  the  air.

Comfort would later make it famous; process made it viable, and paid for

its engineering childhood.

C H A P T E R  5

The Psychrometric Craft

The air’s fingerprint

Every chapter of this book has leaned on a piece of science that deserves

its own careful pass, because it is the air conditioner’s true theoretical core:

psychrometrics, the physics of air and water vapor mixed. Moist air is a

mixture, and the mixture has properties that can be measured, computed

and, crucially, controlled. The practitioners of the young air-conditioning

industry called themselves psychrometrists without embarrassment. Their
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craft is why the industry is an engineering discipline and not a fan trade,

and this chapter lays out its working ideas, because the rest of the book’s

arguments, about comfort, energy, tropics and standards, all run on them.

Begin  with  the  two  temperatures.  The  dry-bulb  temperature  is  the

ordinary  thermometer  reading,  the  number  on  the  weather  report.  The

wet-bulb  temperature,  met  already  in  Chapter  1,  is  the  reading  of  a

thermometer whose bulb is wrapped in wet cloth and exposed to moving

air: evaporation cools it toward the temperature at which the air’s thirst is

quenched. The gap between the two readings encodes the air’s moisture

content.  Dry  air  makes  the  wet  bulb  plunge;  saturated  air  leaves  both

readings equal. The sling psychrometer, two thermometers whirled on a

handle,  was the industry’s  first  instrument because it  measured exactly

this pair, and the pair is all the craft needs.

From the  pair,  the  chart  derives  everything.  The humidity  ratio,  the

mass of water vapor per mass of dry air, counts the moisture absolutely.

The  dew  point,  the  temperature  at  which  the  air’s  moisture  begins  to

condense, tells you when windows weep and coils drip. Relative humidity,

the familiar percentage, measures how full  the air is relative to what it

could hold at its temperature, which is why it is a ratio, not a quantity, and

why the same moisture content reads as different percentages at different

temperatures, a source of endless public confusion that the craft resolves

instantly. And the enthalpy, the total heat content of the mixture, counts

what a cooling coil  must actually remove: the sensible heat you feel as

temperature, plus the latent heat locked in the moisture.

The two heats

The  distinction  between  sensible  and  latent  heat  is  the  craft’s  central

lesson, and it repays slow statement because it governs everything from

the 1902 print shop to your bedroom tonight. Sensible heat is the heat that
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changes temperature: the warmth of sunlit walls, of bodies, of machines.

Latent heat is  the heat hidden in phase:  the energy bound up in water

vapor, released when it condenses, absorbed when it evaporates. A cooling

load is always both. In a desert, the sensible part dominates; in a monsoon,

the latent part does, and a machine sized only for temperature will leave a

humid  room clammy at  any  temperature.  This  is  the  printers’  problem

generalized: Sackett-Wilhelms did not need a colder room, it needed a drier

one, and Carrier’s machine was a dehumidifier before it was a cooler. The

coil  condenses  the  room’s  moisture  out;  the  drip  under  every  air

conditioner is latent heat leaving the building as water.

The craft’s working method follows. To design air conditioning for a

space,  compute the loads:  solar  gain through glass,  conduction through

walls, the heat of people, lights and machines, the moisture from breath

and process and weather. Translate loads into an air condition the space

needs. Then choose machinery that moves the air’s state from the outdoor

condition  to  the  required  supply  condition  along  the  chart,  cooling,

dehumidifying,  sometimes  re-heating,  and  size  the  plant  to  the  worst

credible hour, with margins weighed against cost. Every chiller contract,

every  window  unit’s  tonnage  sticker,  and  every  one  of  the  industry’s

standards  descends  from  this  method.  The  psychrometric  chart  is  the

industry’s map, compass and account book at once.

Why the tropics are hard

The craft also explains, in one line of reasoning, why cooling the humid

tropics is the industry’s hardest problem and its largest frontier. In a humid

climate, the latent load can rival or exceed the sensible one; the machine

must  run long to  remove moisture,  and stopping it  at  the  temperature

setpoint leaves the room damp. Oversized machines short-cycle: they slam

the temperature down, switch off, and never run long enough to dry the
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air,  leaving the room cold and wet at  once,  the signature discomfort of

badly engineered tropical cooling. The correct responses, longer run times,

variable-speed  machines  that  idle  along  removing  moisture,  reheat

strategies in critical spaces,  are engineering answers to a psychrometric

fact. Much of Chapter 22’s energy question is, at bottom, latent heat: the

humid world is where the machines will be bought, and humidity is the

expensive half of their work.

Sidebar: reading the drip

The condensate dripping from an air conditioner is the psychrometric craft

made visible. Each drop is water the machine has removed from the room’s

air, and the rate of dripping is a rough instrument: in muggy weather a

room unit can pull liters of water a day from the air it cools. Building codes

make the condensate line a plumbing fixture with its own failure modes,

algae, clogs, ceiling stains, and the industry’s service lore is full of floods

caused by a two-rupee tube. But the drip is also the proof of the industry’s

founding idea: air is a material with a moisture content, and the machine is

a  device  for  changing  it.  Carrier’s  wrinkled  pages  and  your  dripping

balcony unit are the same physics, a century and a world apart.

C H A P T E R  6

The Air of Industry

Two hundred industries

The boast appears in Carrier’s own corporate history and it is worth taking

seriously, because it describes the air conditioner’s first economy: by the
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time  the  Carrier  Engineering  Corporation  was  a  going  concern,  its

engineers  had installed air  treatment in plants  producing celluloid film,

textiles, paper, flour, pharmaceuticals, candy, tobacco, munitions and much

more,  “Manufactured  Weather”  supplied  to  more  than  two  hundred

industries.  None  of  these  customers  was  buying  comfort.  They  were

buying control of a material that behaved badly when the air changed. To

understand the air conditioner’s first three decades, you have to walk the

factory floors and see what humidity was doing to each of them.

Start  with  the  textile  mill,  the  industry’s  birthplace  in  every  sense.

Cotton fiber is hygroscopic:  it  drinks the air.  In dry air the fibers grow

brittle,  build  static,  and  snap  on  the  spinning  frames;  every  break  is  a

stoppage and every stoppage is money. The North Carolina textile history

archive records the point bluntly: early air conditioning was installed in

cotton  spinning  plants  to  increase  spinning  efficiencies,  and  it  worked

because moisture, through hydrogen bonding, gives cotton fibers greater

strength. The Southern mills that Stuart Cramer designed around Charlotte

were, in effect, weather machines with looms inside them. The mill village

of  Cramerton,  which  Cramer  built  on  the  Catawba River,  wrapped  the

whole arrangement in brick: a town organized around holding air at the

condition  cotton  liked  best.  The  textile  industry  did  not  want  cold;  it

wanted constancy, and it bought machinery to get it decades before any

office worker asked for the same.

Tobacco  tells  the  same  story  in  a  different  accent.  Leaf  tobacco  is

worked at closely held humidities: too dry and it shatters on the machines,

too wet and it molds in the hogshead. Cigarette factories, with their high-

speed rolling machines and their fragile product, became steady customers

of conditioned air,  as did the cigar trade.  So did the printers,  following

Sackett-Wilhelms:  multi-color  lithography  spread  through  American

publishing  in  the  1900s  and  1910s,  and  every  shop  that  ran  hairline
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registration work had the same paper problem. The papyrus problem of

Brooklyn turned out to be universal.

Film, flour, chocolate, pills

The  strangest  and  most  instructive  customers  were  the  ones  whose

products had nothing to do with paper or fiber. Celluloid film, the base of

the entire motion picture industry, was manufactured by coating emulsion

onto  nitrate  stock  in  long  drying  rooms.  The  emulsion’s  behavior

depended on the air: humidity changed drying times, and dust or static in

the  air  scarred  the  negative.  Film  manufacturers  conditioned  their  air

because a degree of drift could cost a day’s production. There is a pleasing

circularity  here:  air  conditioning grew up making the raw stock of  the

movies,  and  twenty  years  later  the  movies  would  return  the  favor  by

making air conditioning famous.

Flour milling had an explosion problem. Fine organic dust suspended in

air is  a fuel,  and uncontrolled humidity encourages both clumping and,

perversely, the conditions for dust explosions; mills conditioned their air to

keep product flowing and plants standing. Chocolate manufacturers had a

bloom problem: cocoa butter crystallizes by temperature, and a humid, hot

room ruins a surface, which is why the candy trade, Schrafft’s of Boston

and Whitman’s of Philadelphia among them, appears at the head of the

customer list for Carrier’s centrifugal chiller in 1922. Pharmaceutical plants

conditioned air because moisture ruins powders, tablets and coatings, and

because clean air  was becoming a  production requirement.  The capsule

that  dissolves  predictably  in  your  stomach was  born  in  a  room whose

weather was specified.

And then there was the munitions trade. When war came in 1914, the

loading of  fuses  and shells  with  unstable  compounds  made humidity  a

matter  not  of  product  quality  but  of  survival.  Ten  of  the  Carrier
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Engineering Corporation’s first twenty-nine contracts, as its own history

records, were for fuse-loading plants supporting the Allied war effort. The

company’s first contract, signed eighteen days after it opened in July 1915,

[19]  was  with  the  American  Ammunition  Company.  Air  conditioning’s

first capital was, in a literal sense, war capital.

What industry taught the machine

The factory decades shaped the technology in ways that  persisted long

after  comfort  took  over.  Because  factories  needed  large  capacities,  the

machinery grew up big:  central  plants,  chilled water circulated through

buildings, air handled in bulk by fans and ducts. Because factories were

specified  by  engineers,  the  industry  grew  up  contractual:  performance

guaranteed  against  a  psychrometric  target,  the  “contract  for  results”

Carrier advertised. And because factories care about uptime, the industry

grew up obsessed with reliability, the compressor as the machine that must

not stop. All three traits would survive the move into theaters, offices and

homes, sometimes awkwardly: the home air conditioner inherited from its

industrial ancestors both its robustness and its tendency to be treated as

capital equipment rather than appliance.

There is also a quieter lesson in the factory story for anyone tempted to

see the air conditioner as a luxury gadget that history could have skipped.

The  industrial  installations  were,  by  the  accounting  of  the  firms  that

bought  them,  productivity  machinery.  They  raised  yields,  cut  spoilage,

stabilized quality and let processes run through the summer that once ran

only in the cool months. In that sense the air conditioner belongs to the

same family as the electric motor and the assembly line: a technology that

reorganized production. When it  finally moved into the theater and the

home, it carried that industrial inheritance with it, and it would reorganize

daily life with the same unsentimental completeness.
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Sidebar: the ventilation inheritance

Air  conditioning  did  not  enter  empty  rooms;  it  entered  rooms  already

served by an older craft, ventilation. Buffalo Forge, Carrier’s employer, was

a fan company; its business was moving air for factories, mines and ships.

Nineteenth-century  ventilation  theory,  developed  for  hospitals,  theaters

and mines, had already established rates of air change and the health case

for fresh air. What Carrier added was control over the air’s state, not its

mere  movement.  The  two  traditions  merged  so  completely  that  the

industry’s  name,  HVAC,  heating,  ventilation  and  air  conditioning,

preserves the layering: heating from the furnace era, ventilation from the

fan era, conditioning from 1902. When a modern engineer sizes a system,

the fresh-air requirement is  the ventilation inheritance,  the temperature

and humidity targets are the conditioning inheritance, and the heat in the

ducts is the furnace inheritance, three centuries of craft stacked into one

acronym.

The engineering of process air

Behind each of these installations sat a body of engineering practice that

deserves  a  look,  because it  is  where the industry’s  working knowledge

formed.  Process  air  conditioning is  a  study in  tolerances:  a  textile  mill

might require 65 percent relative humidity within a few points, a chocolate

room a hard ceiling on temperature, a film-drying gallery both together

with  filtered,  dust-free  air.  The  engineer’s  task  was  to  translate  the

material’s need into an air condition and then hold it: computing the heat

and moisture loads of machines, workers, lights and weather; sizing coils

and sprays; arranging ducts so the treated air reached the process rather

than  pooling  uselessly.  The spray  chamber,  a  box  of  atomizing  nozzles

through  which  the  air  was  washed,  was  the  era’s  workhorse:  it  could

humidify, dehumidify when fed chilled water, and scrub dust in one pass,
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which  is  why  the  early  trade  was  as  much  a  plumbing  craft  as  a

refrigeration one.

The feedback loop between customers and the young industry ran fast.

Mills  reported thread-break counts;  printers  counted spoiled sheets;  the

engineers returned and adjusted. Out of this iteration came the industry’s

habits of measurement and guarantee, the instruments and the contract for

results. By the time comfort customers arrived in the 1920s, the industry

they met was not experimental  but seasoned:  two decades of  industrial

practice had hardened its machinery, its methods and its confidence. The

theater  owner  buying  Manufactured  Weather  in  1925  bought,  without

knowing it, twenty years of cotton-thread economics.

A note on what this meant for workers

The factory decades carry a caveat that honest history must keep. Process

air  conditioning was  installed  for  materials,  not  for  the  people  tending

them, and where workers benefited from cleaner, cooler air it was largely

as a side effect of the product’s requirements. The labor history of the mill

districts, long hours, lint-laden air, the toll of brown lung, belongs to the

textile industry’s own reckoning, and this book flags rather than flinches

from it: the machine that made air safe for thread did not, by itself, make

mills safe for hands. When comfort air later reached offices and theaters, it

arrived first for the customers and the clerks, and only much later for the

factory floor, where to this day conditioned air is the exception rather than

the rule in the world’s hottest industrial regions. The distribution of cool

air inside the factory mirrored the distribution outside it, a theme Chapter

23 picks up at global scale.

C H A P T E R  7
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The Chemistry of Comfort

The working fluid is the machine

Ask what an air conditioner is made of and the honest answer is not steel

or copper. It is the refrigerant: the fluid that evaporates in one coil and

condenses in the other, carrying heat out of the room on the phase-change

economy this book has already met. Everything else in the machine, the

compressor,  the  coils,  the  fans,  the  valves,  exists  to  serve  that  fluid’s

journey. Which fluid you choose determines how compact the machine can

be, how efficient, how safe, and, as the twentieth century would discover,

what it does to the sky. The history of the air conditioner is, to a degree

that surprises even engineers, the history of a handful of molecules.

The  first  industrial  refrigerants  were  workhorses  with  tempers.

Ammonia,  the  fluid  of  Linde’s  1876  machine,  was  efficient,  cheap  and

thermodynamically  excellent,  and  it  remains  the  standard  of  large

industrial  refrigeration  today.  It  is  also  toxic  and  sharp:  a  leak  in  an

occupied  space  is  an  emergency.  Sulfur  dioxide  saw  service  in  early

household  machines,  with  the  same  problem  in  a  nastier  key.  Methyl

chloride  and  isobutane  circulated  in  some  systems;  carbon  dioxide,

nonflammable and low in toxicity, went to sea, where a leak in a ship’s

hold could be a death sentence and the penalty for CO2’s inefficiency was

worth  paying.  The  EPA’s  history  of  refrigerant  safety  summarizes  the

whole era in one sentence: nearly all of the historically used refrigerants

were flammable, toxic, or both. The refrigerating industry of the 1920s was

a chemistry set with casualties, and the public knew it.
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The deaths that demanded a molecule

The pressure for a safer fluid came from the gravest kind of publicity. Leaks

from  household  and  commercial  refrigerators  killed  people,  and  the

coroner’s reports accumulated; by the end of the 1920s the safety of the

working fluid had become the industry’s public crisis. [22] Frigidaire, the

General  Motors  division  whose  name  had  become  almost  synonymous

with  the  household  refrigerator,  needed  a  refrigerant  it  could  put  in  a

kitchen without a warning label. Charles Kettering, GM’s research chief,

gave the problem to his most ingenious and, in hindsight, most dangerous

chemist:  Thomas  Midgley  [22]  Jr.,  the  man who had  already  given  the

world tetraethyl lead.

What  happened  next  is  one  of  the  great  set  pieces  of  industrial

chemistry, and the EPA’s account preserves its improbable details. Midgley,

working  with  Albert  Henne  and  Robert  McNary,  reasoned  from  the

periodic table: the elements used in existing refrigerants clustered along an

intersecting  row  and  column,  and  at  the  intersection  sat  fluorine,  an

element known to be lethally reactive in its pure form. The team’s gamble

was that compounds containing fluorine might be both nonflammable and

nontoxic, a hunch nudged along, of all things, by an error in the literature

that misstated the boiling point of carbon tetrafluoride. Within three days

of starting, they had synthesized dichlorodifluoromethane, the compound

the world would come to know as R-12, the first chlorofluorocarbon.

The first  toxicity  test  is  the  detail  that  deserves  the  slow telling.  A

guinea pig exposed to the new compound survived, apparently unaffected.

A second guinea pig, exposed to a second sample, died. The difference was

not the molecule but the glassware: four of the five bottles of antimony

trifluoride used in the synthesis were contaminated with water, and the

contaminated batch generated phosgene, a poison gas of the Great War.

Had the first guinea pig drawn a contaminated bottle, the team might have

discarded  the  molecule,  and  the  history  of  the  twentieth  century’s  air
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would read differently. A refrigerator’s refrigerant was settled, in part, by

the luck of a lab bottle. There is no better example in this book of invention

as wandering rather than design.

The demonstration and the deluge

Midgley announced the new chemistry in April 1930 at a meeting of the

American Chemical Society, with a piece of theater that no safety officer

would permit today: he inhaled a lungful of R-12 and used it to blow out a

candle. The point was made, the molecule was safe to breathe and would

not burn. Commercial production followed quickly: R-12 in 1931, R-11 in

1932, R-114 in 1933, R-113 in 1934, and the first hydrochlorofluorocarbon,

R-22, in 1936. The new compounds were marketed under the name Freon

by  the  Kinetic  Chemicals  venture  of  General  Motors  and  DuPont.  The

EPA’s figures measure the flood: by 1963, those five products accounted for

98  percent  of  the  output  of  the  entire  organic  fluorine  industry,  with

annual sales of 372 million pounds, half of it R-12.

The fluorocarbons did more than make refrigerators safer. They changed

what  refrigeration  machinery  could  be.  Because  the  new  fluids  were

nonflammable and gentle on materials, compressors could be sealed into

hermetic  shells,  systems  could  be  made  small  and  cheap,  and  air

conditioning could leave the industrial plant for the theater, the office and

eventually the window ledge. The window air conditioner of the 1950s, the

split system of the 1960s, the car air conditioner, all of them rode on R-12

and  R-22.  When  later  chapters  speak  of  the  conquest  of  comfort,  the

molecule under the conquest was Midgley’s.

The debt comes due

The properties that made the fluorocarbons perfect refrigerants made them

something else as well. A molecule that reacts with nothing is a molecule
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that nothing removes: R-12 drifts up through the atmosphere unchanged

for a century, until it reaches the stratosphere, where hard ultraviolet light

finally cracks it open and frees its chlorine. That chlorine, as Mario Molina

and  F.  Sherwood  Rowland  showed  in  their  1974  paper  in  Nature,  is  a

catalyst for the destruction of ozone, one chlorine atom dismantling ozone

molecules by the tens of thousands. In 1995 the Nobel Prize in Chemistry

went  to  Molina,  Rowland  and  Paul  Crutzen  for  work  that,  in  the

committee’s  words,  explained  the  chemical  mechanisms  affecting  the

ozone layer. The miracle safety molecule of 1930 had turned out to be a

slow-acting reagent against the planet’s ultraviolet shield, and the industry

would spend the rest of the century managing the debt. Chapter 21 tells

that story in full, because it is the air conditioner’s strangest legacy: the

machine invented to make people safe from heat ended up requiring the

world’s most successful environmental treaty.

Sidebar: the numbering of the molecules

The refrigerant numbers that pepper this book, R-12, R-22, R-32, R-410A,

are not brand codes but chemistry in shorthand. The convention, as the

EPA recounts, was introduced by Midgley’s own circle to systematize their

search through the organic fluorides,  and it  endures because it  encodes

structure: the digits map to the count of carbon, hydrogen and fluorine

atoms in the molecule, with chlorine filling the remaining bonds. R-12 is

dichlorodifluoromethane,  one  carbon,  no  hydrogen,  two  fluorines.  R-22

swaps  a  chlorine  for  a  hydrogen,  which  makes  it  less  stable  in  the

atmosphere and thus easier on the ozone layer but not innocent of it. The

modern  shift  to  R-32  and  R-290  is,  in  this  notation,  a  move  down the

hazard column: R-32 carries a third of R-410A’s global warming potential,

and R-290, ordinary propane wearing a lab coat, carries almost none, at the
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price of being flammable. The number is a tiny fossil record of a century of

trade-offs.

The refrigerator’s proving decade

The fluorocarbon story has a consumer prologue worth recording, because

it is where the public met the new chemistry. The household refrigerator

was the 1930s’ emblematic appliance, and its early years had been dogged

by the fatal refrigerant leaks that made the safety question a national story.

A refrigerator sat in the kitchen, ran unattended through the night, and

leaked into the room where the family ate; the demand for a safe working

fluid was a consumer demand before it  was an engineering one.  R-12’s

arrival in 1931 therefore landed in a market primed for it: the hermetically

sealed home refrigerator,  its  compressor  and motor  welded into  a  steel

shell with no shaft seals to leak, paired with a fluid that would neither burn

nor poison. The combination was the appliance century’s quiet foundation.

By the time air conditioners moved into windows two decades later, they

inherited a chemistry already domesticated in the kitchen.

Safety codes born of fire

The era’s accidents also built the industry’s regulatory skeleton. Municipal

fire  codes,  insurance  requirements  and  refrigerant-charge  limits  grew

directly out of leaks and explosions: the ASHRAE home-cooling history

records how safety-code limits on refrigerant charge constrained what a

home machine could even attempt in the 1920s, pushing designers toward

smaller charges and sealed systems. The pattern would repeat in reverse

ninety  years  on,  when  the  return  of  flammable  refrigerants  like  R-290

required the codes to be renegotiated for a new chemistry, as Chapter 21

describes.  Regulation in this industry is  a ratchet with a memory:  each

generation’s chemistry writes the next generation’s codebook.
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P A R T  T H R E E

Cold Goes to Market
From department stores and movie palaces to the window unit and the

Japanese reimagination.



C H A P T E R  8

Manufactured Weather

The chiller that changed the customer

For its  first  twenty years,  air  conditioning was powerful,  industrial  and

heavy. The machines that served factories were piston-driven reciprocating

compressors:  big,  vibrating,  multi-staged  assemblies  that  belonged  in

engine rooms attended by engineers. If conditioned air was ever going to

leave the factory for the theater and the office, it needed a machine that

was smoother, safer and cheaper to run. Willis Carrier built one, and his

company calls it, without evident exaggeration, his single most influential

innovation:  the  centrifugal  [19]  refrigeration  machine,  unveiled  in  May

1922 at the Rivoli Theater in New York.

The centrifugal  chiller  replaces  the  piston with  a  turbine.  Instead  of

squeezing vapor in a cylinder, it spins the vapor through an impeller at

high  speed,  raising  its  pressure  continuously,  the  way  a  fan  raises  the

pressure of air. With fewer moving parts and fewer compression stages,

the  machine  was  steadier,  more  compact  and  more  reliable  than  its

reciprocating ancestors; Carrier’s history credits it with nearly twenty new

patents and with expanding the market from factories to “theaters, stores,

offices and homes.” The first sale went to a loyal process customer, W.F.

Schrafft  and  Sons  candy  of  Boston,  though  the  honor  of  the  first

installation went to another candymaker, Stephen F. Whitman and Son of

Philadelphia. Even here, at the moment comfort cooling was born, the first

buyers were still factories. Old habits in this industry die hard, because old

customers pay reliably.
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The same summer, the Department of Energy’s history records, Carrier

Engineering installed at Sid Grauman’s Metropolitan [20] Theater in Los

Angeles  the  first  well-designed  cooling  system  for  theaters,  one  that

pumped  cool  air  through  high  vents  so  that  it  fell  gently  through  the

audience rather than pooling at their feet. The earlier theater systems had

been  heating  systems  with  refrigeration  bolted  on,  blowing  cold  air

through  floor  registers  until  patrons  in  the  balcony  sweltered  while

patrons in the stalls wrapped their feet in newspapers. The Metropolitan

fixed the geometry, and with it the experience.

The movie palace economy

What  happened  next  was  a  genuinely  new  economic  phenomenon:  a

building  whose  air  was  the  attraction.  Through  the  1920s  the  great

American movie palaces went up with cooling plants in their basements,

and the industry marketed the result with two words that deserved their

place in neon: cool inside. The summer had been the theater’s dead season,

the months when a closed auditorium full of bodies was unbearable; with

air conditioning, summer became the season of the blockbuster, a pattern

that  has  never  reversed.  Historians  of  the  period  note  that  theater

marquees advertised the refrigeration as prominently as the film, and that

the phrase “refrigerated air” was itself a draw, a promise of an experience

available nowhere else in a sweltering city. A family might come for the

cool and stay for the picture. The air conditioner had become, for the first

time, a consumer product you bought by the ticket.

The department stores followed, and for a telling reason. In 1924 the J.L.

Hudson Company, Detroit’s largest department store, installed three 195-

ton centrifugal chillers. Carrier’s own note on the installation is preserved

in his company’s history: the system was designed “to meet an emergency

as temperatures soared on basement bargain days; people fainted.” Read
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that again. The business case for comfort cooling in retail was not luxury

but fainting customers in the bargain basement, human bodies setting the

specification.  Stores  discovered  what  theaters  had:  cool  air  kept  people

inside,  and  people  inside  spent  money.  Offices,  hotels  and  hospitals

followed through the late 1920s.

The high-rise gets its weather

The symbol of the new order went up in San Antonio. When the Milam

[25] Building opened in January 1928, it was, by the American Society of

Mechanical Engineers’ designation, the first fully air-conditioned high-rise

office building in the United States: twenty-one stories, the tallest brick-

and-concrete-reinforced structure in the country at the time, served by a

plant  of  300  tons  of  refrigeration  capacity,  chilled  water  piped  to  air-

handling fans on every floor.  The ASME landmark record preserves the

design  target:  a  maximum  indoor  summer  temperature  of  80  degrees

Fahrenheit  at  no  more  than  55  percent  relative  humidity.  The  Milam

matters because it marks the merger of air conditioning with architecture:

the ducts, the fans, the plant room were designed into the building, not

retrofitted,  and  every  office  tower  built  since  is  its  descendant.  The

skyscraper, which another book in this library treats as its own industry,

found  in  the  air  conditioner  the  machine  that  made  its  upper  floors

tolerable in a Houston or a Singapore. There is a whole subfield of urban

history in that observation: the glass-and-steel skylines of the hot world

are jointly the children of the elevator and the chiller.

Manufactured weather as ideology

The industry’s own name for its product in these years was Manufactured

Weather, and the phrase is worth taking literally, because it states a claim

about nature. The promise of 1920s air conditioning was not relief from
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weather but independence from it: climate by contract, indoors. That claim

reorganized American commerce, and it planted a seed whose harvest we

are still gathering. Once weather could be manufactured, buildings could

be  designed  without  reference  to  their  climate:  the  deep  eaves,  high

ceilings, courtyards and windcatchers of Chapter 1 could be replaced by

sealed glass boxes, anywhere on earth, made habitable by machinery. The

architectural historian’s verdict on the century is, in large part, a verdict

on  that  choice.  The machine  liberated  building  from climate,  and  then

buildings everywhere began to look alike, a homogenization this book’s

final chapters will weigh honestly. The movie palace, the bargain basement

and the Milam Building were the opening acts of a reordering of where

and how modern life could happen.

Sidebar: the comfort chart

How cool  is  comfortable?  The question  turned  out  to  have  a  scientific

answer,  and the answer turned out to be a chart.  Building on Carrier’s

psychrometrics, researchers at the industry’s new laboratories in the 1920s

ran  human  subjects  through  controlled  rooms  and  mapped  the

combinations of temperature and humidity that people called comfortable.

The result, the comfort zone on the psychrometric chart, is still the basis of

design targets: the Milam Building’s 80 degrees at 55 percent was not a

guess but the frontier of that science. Comfort, it emerged, is mostly about

moisture:  at  moderate  humidity  the  body  tolerates  warmth  far  better,

which is why a dehumidified room at 26 degrees can feel cooler than a

damp room at 24. The air conditioner’s most under-appreciated product is

not cold but dryness, and the users who understand this, the printers of

1902 chief among them, have always gotten more from the machine than

the users who merely turn it down.
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The summer blockbuster is born

The  theater  trade  deserves  one  more  look,  because  it  is  where  air

conditioning first touched mass culture. The summer had always been the

exhibitor’s dead season; a thousand bodies in a sealed hall in July was a

punishment no picture could overcome. Cooling inverted the calendar. The

chilled palace became the city’s refuge,  the one public interior where a

heatwave could be escaped for the price of a ticket, and exhibitors learned

to open their biggest pictures when the heat drove people indoors.  The

summer blockbuster, that fixed institution of modern entertainment, is a

byproduct of the centrifugal chiller as surely as of the studio system. The

Department of Energy’s history catches the early texture of it: patrons of

the  first  cooled  houses  sometimes  found  the  lower  seats  too  cold  and

wrapped their feet in newspapers, an engineering flaw in air distribution

that the 1922 Metropolitan design fixed by delivering the cool air high and

letting it fall. Even comfort had to be engineered for where it landed.

The department store and the office followed the same economics with

different  justifications.  The  store  bought  dwell  time;  the  office  bought

clerical  productivity through the summer months;  the hotel  bought  the

business  traveler  who  would  no  longer  tolerate  a  sleepless,  sweltering

night.  By  the  decade’s  end  the  air-conditioned  interior  had  become  a

marker of the modern itself, and advertisers sold the cool as aggressively

as the goods inside it.

The nation’s buildings of state

It is a measure of how quickly the technology climbed the prestige ladder

that within a decade of the Rivoli it reached the seat of government. The

Architect  of  the  Capitol  [23]’s  own  history  records  that  in  1927,  after

decades  of  complaints  about  the  airless,  windowless  chambers,  a

commission  of  experts  advised  the  Architect  on  the  new art  called  air
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conditioning;  funds  were  secured,  and  both  the  House  and  Senate

chambers were conditioned by August 1929, with the rest of the Capitol

and its office buildings following after a 1935 appropriation fed by central

refrigeration at  the Capitol  Power Plant.  The House historian’s  account

preserves the texture of what the machine ended: the windowless chamber

so  oppressive  that  an  official  reporter  once  collapsed  from  the  heat,

members fleeing on all-night drives just to feel a breeze, and Speaker John

Nance Garner [24]’s standing verdict that no good legislation comes out of

Washington after June. The summer flight of official Washington, once as

fixed as the congressional calendar, quietly ended. Few single changes did

more to lengthen the American governing season, and none is less often

listed among the causes of its year-round busyness.

C H A P T E R  9

The Climate in the Window
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The window unit turned manufactured weather into a household appliance.

The room cooler problem

By the end of the 1920s, the air conditioner had conquered the factory and

was conquering the theater, the store and the office tower. One territory

remained, and it was the largest: the home. The obstacle was not demand

but engineering economics. A central plant with chilled water, ducts and

an attending engineer was a capital installation; a household needed a box

you could buy, carry in, and plug into the wall. The story of the room air

conditioner is the story of shrinking the industrial machine until it fit a

window, and it took three decades and several false starts.

The first  serious  attempt  came from the  refrigerator  industry,  which

made sense: a room cooler was, conceptually, a refrigerator with its door

open to the room. In 1929, the Department of Energy’s history records,

Frigidaire  introduced  a  split-system  room  cooler  shaped  like  a  radio

cabinet, small enough for a home but heavy, expensive, and burdened with

a  separate  condensing  unit  that  had  to  sit  elsewhere  and  be  plumbed.

General Electric’s Frank Faust improved the concept into a self-contained

room cooler, and GE built some thirty-two prototypes between 1930 and

1931 without settling the design.  The physics was not the problem; the

constraints were mundane and brutal. The ASHRAE history of home air

conditioning  [21]  enumerates  them:  condensers  of  the  era  were  water-

cooled,  demanding  plumbing  and  a  sewer  connection  that  households

lacked; the typical 1930 home had a 30-ampere electrical service with 15-

ampere branch circuits, and the electrical code limited motor appliances to

half a branch circuit’s rating, which capped a room cooler at a trickle of

cooling; and refrigerant safety codes limited the charge a home machine

could carry. Chicago, a city the ASHRAE paper tracks closely, had 5,200

tons of  air  conditioning in  its  central  business  district  by 1932,  sixteen

years later 28,000 tons, and its engineers estimated that the water-cooled
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condensers  alone could  have consumed over  half  the  city’s  peak water

supply of 75 million gallons a day in 1948. The room cooler was waiting on

three infrastructures, electrical, hydraulic and chemical, to move.

The window machine

The form factor that broke through is the one we still recognize instantly: a

box that hangs in a window, half inside and half out, so that one side can

reject  heat  to  the  street  while  the  other  side  cools  the  room.  The

Department  of  Energy’s  history  credits  H.H.  Schultz  and  J.Q.  Sherman

with the patent for a window-ledge air conditioning unit; the units reached

the market in 1932 and sold poorly at their high price. The person who

made the window unit a mass product was a quieter figure, the engineer

Henry  Galson,  who  developed  a  more  compact,  cheaper  version  and,

crucially, set up production lines for several manufacturers. By 1947, some

43,000 of these systems were sold, and the household air conditioner had

ceased to be an experiment.

The postwar decades turned the trickle into a flood, driven by the same

forces that drove every appliance boom of the American century: cheap

electricity,  mass  production,  suburban  construction,  and  credit.  The

window unit  was joined by central  air  conditioning,  ducts  run through

new houses as a matter of course, and by the late 1960s, the Department of

Energy notes, most new American homes were built with central air. The

result shows up in the national statistics as a transformation of domestic

life: today air conditioning is in nearly 100 million American homes, about

87  percent  [16]  of  all  households,  by  the  Energy  Information

Administration’s count as carried in the Department of Energy history. A

technology  that  in  1932  was  a  luxury  for  the  few became,  within  two

generations, near-universal infrastructure of the American home.
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The map moves south

The  deepest  consequence  of  the  room  air  conditioner  was  geographic.

Cheap cooling made the American Sun Belt,  the arc of  hot states from

Florida to Arizona, fully habitable at modern densities, and the population

followed the thermostat south. The Department of Energy’s history states

the connection plainly: the spread of window and central air conditioning

fueled population growth in hot-weather states like Arizona and Florida.

Phoenix, Houston, Miami, Las Vegas, Atlanta: the great urban booms of the

postwar South and Southwest are not thinkable without the compressor.

Workplaces that once emptied in summer ran year-round; retirees moved

to the heat because the heat no longer reached indoors; the political and

economic  weight  of  the  country  shifted  toward  its  hot  half.  Historians

argue  about  how  much  weight  to  give  the  air  conditioner  among  the

causes, alongside highways, cheap land and federal money, but no serious

account of the Sun Belt leaves it out. A machine invented for a Brooklyn

print shop had, within seventy years, redrawn the population map of its

home country.

The machine in the trunk

One more frontier of the same era deserves a paragraph, because it shows

the machine’s relentless miniaturization: the automobile. The first factory-

equipped air-conditioned car was the 1939 Packard, [26] exhibited at the

40th  Automobile  Show  in  Chicago  in  November  of  that  year,  its

refrigerating coils occupying the trunk behind the rear seat. The feature

was bulky and costly, and it did not spread until well after the war; but

starting  in  1969,  the  United  States  Census  Bureau’s  commemorative

account notes, the majority of new American cars and trucks were built

with air conditioning. The car air conditioner sealed the Sun Belt bargain:

not only could you live and work in the heat, you could commute through
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it. Modern vehicle cabin cooling is a substantial industry of its own, and its

refrigerant choices have twice driven the larger industry’s chemistry, first

toward R-12 and later toward the low-warming fluids that regulation now

demands.

The world beyond America

Outside  the  United  States,  the  mid-century  window-unit  boom  barely

happened. Europe, temperate and war-poor, treated air conditioning as an

American extravagance for decades;  much of it  still  does,  a stance now

under strain from repeated heatwaves. The hot countries of Asia, Africa

and Latin America lacked the incomes and, often, the grids. Into that gap

stepped the country that would define the room air conditioner’s second

act, and it was not American at all. The next chapter belongs to Japan.

Sidebar: two solutions to one house

The American housing stock split the cooling question two ways, and the

split  endures.  Central air conditioning conditions the whole house from

one plant, distributing air through ducts; it is quiet, invisible and matched

to new construction. The window unit conditions one room, installs in an

hour,  and  answers  to  renters,  old  houses  and  tight  budgets.  The  two

solutions  sorted  the  country  by  era  and  class:  postwar  suburbs  went

central, older city housing stock went window. The rest of the world, as the

next chapter shows, mostly chose a third answer, the ductless split, which

separates  the  noisy  half  of  the  machine  from  the  quiet  half  without

demanding ducts at all. Every house on earth is now cooled by one of these

three architectures, and which one dominates in a country is a fossil of

when and how that country urbanized.
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The postwar boom in numbers

The sales curve of the room air conditioner is one of the great appliance

ramps of the twentieth century, and its shape rewards attention. The 43,000

units  of  1947 were  a  beachhead;  through the  1950s  the  industry  added

capacity, financing and showroom presence, and the window unit became

a standard middle-class purchase, followed by the central system as the

standard of new construction. The Department of Energy’s marker, most

new  homes  with  central  air  by  the  late  1960s,  understates  the  social

velocity:  within  living  memory of  the  decade  when theaters  advertised

cold as a novelty, Americans came to expect it at home, at work, in the car

and  in  the  store,  and  to  build  their  summers  around  its  availability.

Expectation  is  the  industry’s  deepest  product:  once  a  population  treats

conditioned  air  as  normal,  the  machine  stops  being  a  purchase  and

becomes part of the definition of a habitable room.

The Sun Belt in detail

The demographic consequences deserve their numbers, even at the sketch

level the sources support. Florida’s population roughly quintupled between

1940 and 1980; Arizona and the Texas metros boomed in the same decades;

the common thread, alongside highways and cheap land, was that the heat

had been made optional indoors. Retirees moved to the sun because the

sun could be kept outside; corporations located offices where winters were

cheap because summers had been solved; conventions, theme parks and

space programs gathered where the weather once forbade. It is too strong

to  say  air  conditioning  caused  the  Sun  Belt,  and  too  weak  to  call  it

incidental.  The  most  defensible  formulation  is  this:  cheap  mechanical

cooling  removed  the  climatic  ceiling  on  the  growth  of  America’s  hot

regions,  and  the  regions  grew to  the  limits  of  water,  land  and  politics
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instead.  The thermostat  redrew the  electoral  map,  one  compressor  at  a

time.

C H A P T E R  1 0

The Japanese Reimagination

The ductless split system: Japan’s reimagination of room cooling.

A different housing stock, a different machine

Japan  met  the  air  conditioner  with  a  set  of  constraints  the  American

industry had never faced: dense cities, small rooms, housing built without

ducts  and  largely  without  central  heating,  expensive  electricity,  and  a

cultural  preference  for  cooling  the  room  you  occupy  rather  than  the

building you own. The machine that emerged from those constraints, the

ductless split air conditioner, is today the dominant form of room cooling
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on earth,  and its  invention marks  the  moment  the  industry’s  center  of

technical gravity began its long move east.

Toshiba’s  own  corporate  history  supplies  the  milestones,  and  it  has

earned  the  right  to  tell  them,  because  it  supplied  most  of  them.  The

company’s  air-conditioning  lineage  runs  back  to  a  1930  hermetic

compressor,  Japan’s  first,  built  for  refrigerators,  and  a  1935  product  it

marketed as the Shibaura Room Cooler.  In 1953 it  released Japan’s first

one-horsepower window room air conditioner, an American-style box for a

market that was just beginning to electrify.  Then, in 1961,  [27] Toshiba

released  the  world’s  first  split  air  conditioners:  the  compressor  and

condenser  moved  outside  the  building,  the  evaporator  and  fan  stayed

inside, and a pair of refrigerant lines connected the two through a small

hole in the wall. The window unit’s compromises, the blocked window, the

noise in the room, the single-position installation, all fell away. The indoor

unit could be mounted high on any wall, quiet enough for a bedroom, fed

by an outdoor unit bolted to a balcony or bracket.

The split was more than a convenience. It was a different theory of the

appliance. The American window unit treated cooling as a box you bought;

the split treated it as a small building service, two coordinated machines

installed once and run for decades. Installation became a skilled trade, the

refrigerant piping a permanent part of the building, and the indoor unit a

piece of interior design. Walk through any city in Asia, southern Europe or

Latin America today and the evidence is on the facades: the outdoor units

stacked on balconies  and brackets  are the visible  census of  the world’s

cooling, and most of them descend from Toshiba’s 1961 decision to cut the

machine in half.
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The compressor gets small and smart

Toshiba’s second contribution was inside the machine. In 1967 it developed

Japan’s first rotary compressor for air conditioning, a design in which a

rolling  piston  sweeps  a  cylinder  continuously  instead  of  a  crankshaft

hammering back and forth. The rotary compressor was compact, smooth

and cheap to build, and it became the heart of the room air conditioner

worldwide: the great majority of the hundreds of millions of compressors

the  industry  now  makes  each  year  are  rotaries,  a  fact  Chapter  12

quantifies. The compressor, not the box around it, is the air conditioner’s

true core  component,  and Japan’s  mastery of  it  was the foundation on

which the whole Asian industry was later built.

The  third  contribution  changed  how  the  machine  thinks.  A

conventional  air  conditioner  is  a  bang-bang  device:  the  compressor  is

either off or running flat out, and the room’s temperature oscillates as it

cycles. In the late 1980s, as a United States Department of Energy review of

the  rotary-compressor  industry  records,  Toshiba  developed  the  first

inverter-driven  compressors  for  room  air  conditioners:  electronics  that

vary the compressor’s speed continuously, so the machine eases off as the

room approaches its target instead of slamming on and off. The inverter

machine is quieter, gentler on itself, and dramatically more efficient in real

use, because an air conditioner spends most of its life at partial load, and a

variable-speed machine sips where a fixed-speed machine gulps and sleeps.

The  same  DOE  review  notes  the  patent  record  confirming  the  shift:

inverter-related patent filings climbed steeply from that era to an all-time

high in 2016. Daikin, the other great Japanese specialist, added the final

architectural piece in 1982 with its variable refrigerant volume systems,

one  outdoor  unit  modulating  refrigerant  flow  to  many  indoor  units,

bringing split-system logic to whole commercial buildings. The VRF family,

as the industry now calls it, is today the default for mid-size commercial

buildings from Bangkok to Berlin.
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Efficiency as national policy

Japan’s  fourth  contribution  was  cultural  and  regulatory  rather  than

mechanical,  and it  mattered as much. After the oil  shocks of the 1970s,

resource-poor Japan treated appliance efficiency as a strategic interest. The

result was a national discipline of improvement, formalized in 1998 in the

Top  Runner  [28]  program,  which  set  each  appliance  class’s  future

efficiency standard at the level of the best machine already on the market,

forcing the whole industry to chase its own frontier. The consequence is

visible  in  the  International  Energy  Agency’s  global  comparisons:  air

conditioners sold in Japan and the European Union are typically 25 percent

more efficient than those sold in the United States and China. That gap,

measured across billions of machines, is one of the largest single levers on

the world’s electricity future, and it was pulled first in Japan.

What the reimagination proved

The Japanese chapter of the air conditioner’s story carries a lesson this

book keeps  meeting:  the  item’s  industry  is  never  finished moving.  The

American industry had defined the air conditioner as a heavy, centralized,

contractor-installed  system,  and  it  dominated  the  world  with  that

definition. Japan redefined it as a distributed, electronic, installer-friendly

appliance,  and  within  four  decades  the  Japanese  form  had  taken  the

world’s volume, Japanese firms stood among the industry’s global leaders,

and the compressor belt of Asia, to which Chapter 12 turns, had become

the machine’s manufacturing heartland. The item stayed the same: a box

that moves heat out of a room. The industry moved. It would move again.
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Sidebar: Cool Biz [29]

In  the  summer  of  2005,  the  Japanese  government  asked  the  country’s

offices to let thermostats rise to 28 degrees Celsius and asked the country’s

salarymen  to  take  off  their  ties.  The  Cool  Biz  campaign,  run  by  the

Ministry of  the Environment,  was a  national  experiment in negotiating

with the air conditioner rather than surrendering to it:  dress codes, not

compressors, would absorb the first degrees of summer. The campaign cut

emissions  measurably,  survived  changes  of  government,  and  seeded  an

international  conversation  about  what  indoor  temperature  is  actually

necessary.  Its  deeper significance for this  book is  philosophical.  The air

conditioner’s founding promise was independence from weather; Cool Biz

proposed, politely, that total independence had a price worth reducing, and

that  the cheapest  cooling technology ever invented remains the human

being’s  own adaptability.  The tension between those  two positions,  the

machine’s promise and the body’s flexibility, runs through the energy and

equity chapters at the end of this book.

The split goes global

The split  system’s conquest of  the world outside America is  one of the

great  quiet  victories  in  appliance  history,  and  it  repays  a  moment’s

analysis. The window unit presupposed a window of the right size and a

market of owners; the split needed only a wall and a drill.  It suited the

world’s dominant urban condition, the mid-rise apartment block, perfectly:

outdoor units on the balcony or bracket, indoor units high on the wall, no

ducts, no landlord’s capital project, a machine a tenant could buy and a

family could take with them. Europe, ductless and stone-built, went split;

the dense cities of Latin America and Asia went split; only ducted North

America  held  out,  and  even  there  the  mini-split  has  grown steadily  in

additions,  retrofits and heat-pump conversions.  The form factor Toshiba

67



introduced  in  1961  now  accounts  for  most  of  the  world’s  room  air

conditioners, a verdict delivered by the JRAIA demand statistics of Chapter

13, in which the split type overwhelmingly dominates the categories the

association tracks.

Daikin and the specialist’s ascent

The Japanese reimagination also produced the industry’s modern exemplar

of  the  focused  specialist.  Daikin,  founded  in  Osaka  in  1924,  built  its

business on fluorine chemistry and air conditioning together, an unusual

double  competence  that  let  it  make  both  the  machines  and  their

refrigerants.  Its  1982  variable  refrigerant  volume  system extended  split

logic to whole buildings; its commitment to R-32, [30] a refrigerant with a

third of R-410A’s warming potential, went beyond product into industrial

policy:  Daikin  launched  the  world’s  first  R-32  residential  equipment  in

Japan in 2012, and progressively freed the patents around it, opening 93

patents to emerging countries in 2011, extending the access worldwide in

2015, and in 2019 converting the whole arrangement into a standing non-

assertion pledge to speed the industry’s transition. The company’s rise to

the top tier of the industry, with net sales of 4,752 billion yen in the fiscal

year ended March 2025, is the corporate proof of the thesis of this chapter:

that  the industry’s  center of  invention had moved,  and that  the moved

center produced companies to match.
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The Industry
Compressors, supply chains, brands, buyers, and the standards machine.



C H A P T E R  1 1

Anatomy of a Cold Machine

The loop

Strip  every  air  conditioner  ever  built,  from  Gorrie’s  air  engine  to  the

variable-speed mini-split  on a  Mumbai  bedroom wall,  and you find the

same loop. A fluid is compressed, cooled into a liquid, relaxed through a

restriction,  and boiled back into vapor;  the boiling steals  heat from the

space you want cold, and the compression-and-cooling dumps that heat

somewhere you do not care about. The machine has four essential organs

and one bloodstream, and every variation in a century and a quarter of

engineering is a variation on their arrangement.

The bloodstream is the refrigerant, the fluid with the right boiling point

for the job: cold enough at room pressure to boil in the indoor coil, docile

enough at outdoor pressure to condense in the outdoor coil. Chapter 7 told

its chemical history; here it matters as plumbing. The refrigerant circulates

sealed,  in  principle  forever,  changing  state  but  never  being  consumed,

which is why a healthy air conditioner never needs a refill and why a refill

is always a confession that something is leaking.

The first organ is the compressor, the machine’s heart and its main eater

of  electricity.  It  draws in  cool,  low-pressure  refrigerant  vapor  from the

indoor coil and squeezes it, raising both its pressure and its temperature.

This  is  the  step that  consumes the  work,  and its  physics  is  the  reason

cooling costs energy at all: heat will not flow uphill from a cool room to a

hot  afternoon  on  its  own,  so  the  compressor  lifts  it  there,  paying  in

electricity for the climb. Compressors come in families matched to scale:
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the  rotary  of  the  room  unit,  the  scroll  of  the  house  and  shop,  the

reciprocating  piston  of  older  and  smaller  machines,  the  screw of  large

buildings, and the centrifugal turbomachine of the district plant and the

supertall tower, Carrier’s 1922 breakthrough grown into machines the size

of buses.

The second organ is  the  condenser,  the  outdoor  coil,  where  the  hot

compressed vapor gives its heat to the outside air and collapses into liquid.

It  is  a  radiator,  finned  and  fanned,  and  its  job  is  the  reason  the  air

conditioner cannot cool a closed room: it does not destroy heat, it exports

it, and there must be an outside to export to. Walk down a hot street past a

row of running units and you feel the accounting directly: the sum of the

street’s indoor comfort blows against your face as heat, plus the heat of the

electricity  the  machines  consumed.  The  thermodynamics  is  exact,  and

Chapter 19 will meet it again at city scale, where it is called the urban heat

island’s mechanical contribution.

The third organ is the expansion device, a narrow restriction, a capillary

tube in cheap machines, an electronically controlled valve in good ones,

where the liquid’s pressure is suddenly released. It is the smallest, cheapest

part of the system and the point where the magic physically happens: the

pressure drop flashes part of the liquid into vapor and chills  the whole

stream to near the indoor coil’s working temperature.

The fourth  organ  is  the  evaporator,  the  indoor  coil,  where  the  cold

mixture boils fully into vapor, pulling heat from the room air blown across

its fins. Two things happen here, and only one is cooling. The coil is cold

enough that water from the room’s air condenses on it, which is why air

conditioners  drip:  the  machine  is  dehumidifying,  squeezing  the  room’s

moisture out onto the coil and draining it away. That drying is half the

comfort  and,  historically,  the  whole  point,  as  the  printers  of  Brooklyn

could testify.
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Around the loop

The  loop  is  served  by  a  supporting  cast  that  has  quietly  become  an

industry of its own. Fans move air across both coils; the fan motor and

blade are responsible for much of a machine’s noise and a real fraction of

its  electricity.  Filters  strip  dust;  the  industry’s  cleanliness  inheritance.

Controls sense temperature and humidity and command the compressor;

in  an  inverter  machine,  the  control  electronics  are  a  second  brain,

rectifying and re-synthesizing the mains supply to spin the compressor at

exactly the speed the moment demands, and those electronics, built from

power semiconductors, tie the air conditioner directly into the transistor’s

industry.  Thermostats  have  evolved  from  bimetal  strips  to  networked

sensors, and the smart thermostat has made the air conditioner a citizen of

the internet, with all the opportunity and fragility that citizenship implies.

Then  there  are  the  materials  of  construction,  each  with  its  own

upstream industry.  Copper is  the refrigerant’s highway: the tubing,  and

traditionally the coils, are copper, prized for conductivity and workability,

and an air conditioner carries kilograms of it,  which is why the copper

price moves through the industry’s costs and why theft of outdoor-unit

copper is a standing petty crime in hard times. Aluminum, cheaper and

lighter, has taken over much of the coil and fin work, one of the industry’s

quiet material substitutions. Steel forms the chassis and cabinets, plastics

the fan blades and housings, and the insulation, gaskets and lubricants tie

the  machine  to  the  petrochemical  complex.  Chapter  12  follows  these

materials backward to the factories and countries that supply them.

How the machine is measured

Two scales  discipline everything the industry sells,  and both are worth

learning  because  they  recur  through  the  rest  of  this  book.  The first  is

capacity: the rate of cooling, measured in tons of refrigeration or kilowatts,
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the ton being the ice-trade inheritance of Chapter 2, 12,000 British thermal

units  per  hour.  The  second  is  efficiency:  cooling  delivered  per  unit  of

electricity,  expressed as  a  coefficient of  performance or,  in the seasonal

metrics  used  on  labels,  as  EER,  SEER  and  their  regional  cousins.  The

thermodynamic ceiling on efficiency is set by the Carnot limit,  and real

machines  reach  a  respectable  fraction  of  it:  a  good  modern  room  air

conditioner moves three to five joules of  heat per joule of  electricity,  a

leverage so favorable that the same machine run in reverse becomes the

heat pump, the device now central to plans for electric heating. The air

conditioner and the heat pump are one machine pointing in two directions,

and the future chapters return to that doubling.

Sidebar: the sound of conditioned air

Every air conditioner has a signature sound, and the industry’s acoustic

engineering is an invisible discipline of its own: compressor mounts, fan

blade shapes, duct geometry, refrigerant mufflers. The quiet of a good mini-

split, below twenty decibels at its lowest fan speed, is the product of half a

century of Japanese acoustic obsession. The rattle of an old window unit is

the rotary’s ancestor, the reciprocating compressor, plus loose sheet metal.

And the deep building hum, felt more than heard in towers and malls, is

the centrifugal  chiller’s  turbine song,  the same note that  sang over the

Rivoli in 1922. The soundscape of modern life, the hum behind the walls, is

the air conditioner’s most universal artifact.

The coils: fins, tubes and the air side

The two coils  look simple and are not.  A modern heat exchanger is  an

exercise in squeezing surface area into volume: copper or aluminum tubes

threaded through stacks  of  thin  aluminum fins,  so  that  the  air  passing

through meets the maximum of cold metal. The engineering trade-offs are
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fierce. More fins per inch means more area and better heat transfer, up to

the  point  where  dust  clogs  the  passages  and  the  fan’s  effort  climbs;

hydrophilic coatings make condensate sheet off the indoor coil instead of

beading and blocking the air; louvered fin profiles stir the boundary layer

to  steal  a  few  more  percent.  The  coil  is  where  the  refrigerant’s

thermodynamics  meets  the  air’s  fluid  dynamics,  and  it  is  also  where

tropical reality arrives: coastal salt corrodes fins, dust coats them, and the

industry’s tropicalized designs, coated coils,  wider fin spacing, washable

filters, are a market segmentation written in metal.

The expansion valve’s small precision

The expansion  device,  physically  the  smallest  organ,  has  undergone  its

own quiet revolution. The capillary tube, a meter or two of narrow-bore

copper, is a fixed orifice: cheap, reliable, and dumb, passing more or less

refrigerant as conditions change whether the machine likes it or not. The

thermostatic expansion valve added a sensing bulb that meters flow by the

evaporator’s  output  state.  The  electronic  expansion  valve,  standard  on

good  inverter  machines,  replaces  all  that  with  a  stepper-driven  needle

under computer control, adjusting flow continuously to the compressor’s

speed  and the  room’s  demand.  The pairing  of  inverter  compressor  and

electronic valve is the modern efficiency story in miniature: both organs

vary  together,  and  the  machine  finds,  second  by  second,  the  operating

point a fixed machine cannot hold. Efficiency in this industry is rarely one

breakthrough; it is the patient synchronization of small parts.

Reliability as design brief

Finally,  the  machine  is  designed  to  be  neglected,  and  this  shapes

everything.  A  room  air  conditioner  will  be  installed  by  a  hurried

contractor, run for fifteen years by an owner who never reads the manual,

74



cleaned rarely and repaired late, in dust, salt, voltage swings and monsoon.

The  industry’s  engineering  culture  therefore  prizes  what  it  calls

robustness:  compressors  that  survive  liquid  slugging,  electronics

conformal-coated  against  humidity,  fasteners  that  do  not  seize,  and

controls that fail safe. The consequence, visible in any ten-year-old outdoor

unit still running on a balcony, is a machine whose durability is one of the

reasons  its  installed  stock  grows  so  relentlessly:  air  conditioners

accumulate because they last.

C H A P T E R  1 2

The Compressor Belt

Where the world’s air conditioners are born

If you could watch the global air-conditioner industry from orbit at night,

one  region  would  outshine  the  rest:  the  compressor  belt  of  East  Asia,

running  from  Japan’s  engineering  centers  through  Korea  to  the  vast

manufacturing corridor of coastal China. The air conditioner is, by volume,

an Asian product. The Japan Refrigeration and Air Conditioning Industry

Association’s world demand estimates make the point from the demand

side:  of  the  roughly  131.6  million air  conditioners  the  world  bought  in

2024, China alone absorbed 49.7 million, 38 percent of the total, with the

rest of Asia outside Japan adding another 25.2 million, against 19.2 million

in  North  America,  10.2  million  in  Japan,  9.5  million  in  Europe  and 7.3

million in Latin America. On the supply side the concentration is sharper

still: the great majority of the world’s room air conditioners are assembled

in China, and the components inside them are more concentrated than the

brands on their cases suggest.
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The heart has few makers

The compressor,  Chapter 11 established, is the machine’s heart,  and the

heart  has  remarkably  few  makers.  The  United  States  Department  of

Energy’s study of the rotary compressor industry maps the concentration

precisely. Nearly all rotary compressor production is concentrated in Asia,

specifically China, and the four largest manufacturers, GMCC, [31] Gree,

Highly and Rechi,  between them hold over  60  percent  of  global  rotary

compressor  production  capacity.  GMCC  alone,  a  subsidiary  of  the

appliance giant Midea, accounts for about a quarter of the world’s capacity.

The same study counts the volumes: China produced 167 million rotary

compressors  in  2017,  of  which  42  percent  were  variable-speed  inverter

types, up from 30 percent of 103 million units in 2012. And it maps the

trade:  more  than  80  percent  of  Chinese-made  compressors  never  leave

China as components, because they are built into air conditioners there,

leaving the country as  finished machines.  When the world buys an air

conditioner, whatever the badge, it is very likely buying a Chinese rotary

heart.

There is a second concentration one layer deeper.  The variable-speed

inverter machine, Chapter 10 showed, is an electronic product as much as

a mechanical one, and its power electronics and control chips draw on a

semiconductor  supply  chain  anchored  in  Japan,  South  Korea  and  the

United States. The DOE study notes that manufacturers rely on imports

from exactly those countries  for  the electronic  components  of  variable-

speed  systems.  An  air  conditioner  is  therefore  a  knot  in  three  supply

chains at once: the metal supply chain of copper, aluminum and steel; the

compressor supply chain of the Chinese rotary belt;  and the electronics

supply  chain  of  the  semiconductor  industry.  Disruptions  in  any  of  the

three, a copper spike, a factory shutdown in Guangdong, a chip shortage,

arrive at the showroom within months.
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The metals inside

The materials ledger deserves its own paragraph, because it  ties the air

conditioner  to  the extractive industries  this  library has  already studied.

Copper is  the historical  metal  of  the refrigerant circuit:  the tubing that

links indoor and outdoor units and the cores of both coils. A single split

system carries several kilograms of copper, and across the world’s annual

production  of  room  air  conditioners  the  metal’s  total  climbs  into  the

hundreds  of  thousands  of  tonnes,  making  the  cooling  industry  a

meaningful  marginal  buyer  of  the  world’s  copper,  a  relationship  the

Copper book in this library follows from the mine side.  Aluminum has

substituted for copper in much coil and fin work, a slow material migration

driven by price; steel frames the machine; and plastics mold its fans and

housings. The industry’s bill of materials is a small periodic table, and each

element on it has a geography, a market and a politics.

Assembly geography and the tariff frontier

Final assembly clusters where compressors, components and labor meet:

China’s Guangdong and neighboring provinces above all, with Thailand as

the  industry’s  long-standing  second  platform  for  export-oriented

production, and significant assembly in India, Brazil, Mexico and elsewhere

serving  regional  markets.  The  pattern  is  path  dependence  layered  on

logistics:  air  conditioners  are  bulky  relative  to  their  value,  so  regional

assembly near demand makes sense, while their most valuable components

flow from the concentrated sources. Trade policy tugs at this geography

continuously;  tariffs  on  finished  machines  versus  components  have

repeatedly redrawn where the last screwdriver turns. The compressor belt,

however,  has  so  far  absorbed  every  shock,  because  its  advantage  is

cumulative: tooling, suppliers, skilled labor and scale feed one another, and
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a quarter of the world’s compressor capacity in a single company’s hands

is not displaced in a business cycle.

Sidebar: the name on the box

The air-conditioner industry’s brand map is famously misleading. A large

share of the world’s units are built under contract, and even the famous

brands source compressors, boards and entire finished machines from one

another. The badge on the case tells you who owns the channel and the

warranty; the compressor inside tells you who owns the physics. The DOE

study’s  roster  of  the  four  dominant  compressor  houses  includes  two,

GMCC  and  Gree,  that  are  vertically  integrated  into  their  own  air-

conditioner brands, Midea and Gree respectively, which is to say the two

largest room air conditioner companies on earth make their own hearts.

That  integration  is  itself  a  competitive  moat,  and  it  is  one  reason  the

Chinese industry has proved so hard to outcompete on cost: it owns the

component everyone else must buy.

Thailand and the second platform

The compressor belt’s geography has a telling second chapter in Southeast

Asia. Thailand built itself into the industry’s export platform over decades:

Japanese and then Chinese and Western makers sited factories there to

serve world markets, taking advantage of trade arrangements, industrial

estates and an experienced workforce, until the country became one of the

largest  exporters  of  air  conditioners  and  a  significant  producer  of

compressors  themselves.  The Department  of  Energy’s  compressor  study

lists  Thailand  second  only  to  China  among  countries  with  rotary

compressor production capacity,  ahead of South Korea,  Malaysia,  Japan,

India, Brazil and the Czech Republic. The pattern is the standard one of

modern manufacturing geography: components concentrate where scale is
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deepest,  final  assembly disperses  toward markets  and trade advantages,

and the whole system rebalances slowly as wages, tariffs and logistics shift.

The logistics of a bulky good

Air conditioners are awkward cargo: heavy, bulky, and low in value per

cubic meter compared to electronics. That fact structures the industry as

surely as any technology. Shipping a container of room air conditioners

across an ocean adds a noticeable percentage to the factory cost, which is

why regional assembly persists despite the component concentration, and

why the industry watches freight rates the way the ice trade once watched

the  weather.  The  bulky-good  problem  also  shapes  retail:  the  machines

move through appliance chains, building suppliers and increasingly online

channels, but the last step, the installer with the vacuum pump and the

manifold gauges, cannot be containerized at all. Every air conditioner on

earth completes its supply chain on a wall, by hand. The industry’s true

last mile is a ladder.

The service economy beneath the stock

Beneath the visible industry of brands and factories runs a second industry

that  is  larger  by  headcount  and  almost  invisible  in  the  statistics:  the

installation and service trade. Every one of the world’s roughly two billion

installed machines must be mounted,  charged,  maintained,  repaired and

eventually decommissioned, and each of those acts is skilled manual work.

Refrigerant handling is licensed work in most jurisdictions, both for safety

and, after Montreal, for environmental containment. The service economy

is  where the refrigerant  transition of  Chapter  21 actually  happens,  one

recovery cylinder at a time, and where the efficiency promises of Chapter

22 are kept or squandered, one installation at a time. An industry is not
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only its  makers;  it  is  its  maintainers,  and this  one’s  maintainers are its

front line in every transition ahead.

C H A P T E R  1 3

The Business of Cool

One hundred and thirty-one million machines a year

Every year the world now buys roughly as many air conditioners as there

are people in Japan. The Japan Refrigeration and Air Conditioning Industry

Association, the industry’s own statistical body, put world air-conditioner

demand in 2024 at an estimated 131.6 million units, [32] 106 percent of the

previous year. The demand map shows both the industry’s maturity and its

frontier.  China  took  49.7  million  units,  38  percent  of  world  demand,  a

domestic  market  larger  than  the  rest  of  the  world  combined,  and  yet

China’s figure was 105 percent of its own prior year, still growing. The rest

of  Asia,  excluding China and Japan,  took 25.2  million units:  this  is  the

frontier, the swathe of hot, urbanizing, increasingly prosperous countries

where the first air conditioner is the signature purchase of arrival into the

middle class. North America took 19.2 million, Japan 10.2 million, Europe

9.5 million, and Latin America 7.3 million. Behind the units stands a stock:

the International Energy Agency counted about 1.6 billion air conditioners

in use worldwide as of its landmark 2018 study, with over half in just two

countries, China and the United States, and its scenario work has the stock

multiplying toward mid-century. The air conditioner has quietly become

one of the most numerous complex machines on earth.
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The companies that sell the weather

The  industry’s  corporate  roster  is  a  study  in  how  an  item  becomes  a

business. At the top stand the specialists and the giants, and their annual

reports, which this book’s companion cites individually, give the scale of

the trade.

Daikin  of  Japan  is  the  purest  specialist  [35]  among  the  leaders,  the

company  whose  business  is  air.  For  the  fiscal  year  ended  March  2025,

Daikin reported net sales of 4,752 billion yen, up from 4,395 billion yen the

year before, built overwhelmingly on air conditioning and fluorochemical

refrigerants,  a  reminder that  Daikin is  also one of  the few makers that

owns  its  chemistry.  Daikin’s  lineage  runs  through the  VRV systems of

Chapter  10  and  the  R-32  transition  of  Chapter  10;  it  is  the  industry’s

research flagship.

The American incumbents are the heirs of the founders. Carrier Global,

the  descendant  of  Willis  Carrier’s  1915  venture,  reported  sales  of  22.5

billion dollars [34] in 2024, up 19 percent on a year that included major

portfolio moves. Trane Technologies [33], heir to the other great American

climate name, reported 19.8 billion dollars of 2024 revenue, up 12 percent,

its commercial chiller and building businesses riding the data-center and

decarbonization waves. Johnson Controls, York’s successor, rounds out the

old guard. Between them these firms carry the institutional memory of the

industry’s founding generation.

Then  come  the  giants  of  the  compressor  belt.  Midea  Group  of

Guangdong reported record 2024 revenue of 409.1 billion yuan [36] across

its  appliance  and  industrial  empire,  its  GMCC  subsidiary  holding,  as

Chapter  12  recorded,  about  a  quarter  of  the  world’s  rotary  compressor

capacity. Gree Electric of Zhuhai, the room air conditioner’s other great

house, reported 190.0 billion yuan [37] of 2024 revenue with 32.2 billion

yuan  of  net  profit,  a  profitability  that  tells  you  how  much  value  the

compressor-integrated  model  captures.  LG  Electronics  and  Samsung  of
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Korea, Mitsubishi Electric and Panasonic of Japan, Haier of China: the tier

below  the  leaders  is  populated  by  electronics  majors  for  whom  air

conditioning  is  one  profitable  province  of  a  larger  empire.  And  in  the

industry’s  most  important  growth  market,  India,  the  leaders  are  Voltas

[40], with 19 percent of the country’s room air conditioner retail volume in

2025 by Euromonitor’s count, followed by LG at 17 percent and Daikin at

13 percent, with Blue Star [41] the other historic Indian specialist.

What kind of business it is

The economics of the air conditioner industry have a distinctive shape, and

it explains much of its behavior. Room air conditioners are a scale-and-

components  business:  margins  are  thin,  volume  is  everything,  and  the

winners are the firms that own their compressors, which is why Midea and

Gree’s profitability outruns the badge-buyers’. Commercial and industrial

systems are a specification business: each building is engineered, margins

are fatter, and the moat is the installed base and the service relationship,

which is why Trane and Carrier trade on their names. And underneath

both  runs  the  aftermarket:  installation,  maintenance,  refrigerant,  spare

parts. An air conditioner is a fifteen-year machine, and the industry’s quiet

annuity is keeping the existing billions of units alive. When later chapters

discuss refrigerant transition and efficiency standards, their real economic

bite lands here, on the service economy of the installed stock.

Sidebar: the thermometer as order book

The air-conditioner business is the world’s most literal weather trade. A

hot April in India moves Voltas’s share price; a cool, wet summer, as Blue

Star  told  its  analysts  in  2025  after  a  milder  season,  deflates  the  whole

quarter’s  sales  and  leaves  channels  stuffed  with  inventory;  a  European

heatwave empties warehouses of machines the continent’s retailers barely
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stocked.  Manufacturers  watch  seasonal  forecasts  the  way  farmers  do,

because  their  product  is  the  only  major  appliance  whose  demand  can

double in a fortnight of exceptional heat. The industry plans capacity on

climate  statistics  and  fills  channels  on  weather  forecasts,  and  as  heat

extremes grow more common, the thermometer has become the industry’s

most honest leading indicator.

The electronics majors and the specialists

The roster  deserves  two more entries  for  completeness.  LG Electronics,

whose dual inverter compressor is a genuine technical asset in the room-

machine  market,  reported  record  consolidated  2024  revenue  of  87.73

trillion won, [39] with its Home Appliance and Air Solution Company, the

division housing air conditioning, at 33.2 trillion won and over 2 trillion

won  of  operating  profit.  Mitsubishi  Electric  reported  revenue  of  5,522

billion yen [38] for the fiscal year ended March 2025, its air conditioning

sitting  within  a  portfolio  spanning  elevators  to  satellites.  These  firms

matter to this chapter’s argument because of what they are not: not pure

cooling  companies.  For  the  electronics  majors,  air  conditioning  is  one

province of an empire, competing internally for capital with televisions,

batteries and chips. For Daikin, Carrier and Trane, air is the whole empire.

The industry’s strategic contests, who invests in refrigerants, who bets on

heat  pumps,  who  chases  the  data-center  build-out,  are  shaped  by  that

difference.

India as the industry’s classroom

India’s market deserves its own paragraph, not because this book examines

India yet, but because India is where the industry’s global future is being

rehearsed:  a  vast  hot  market  with  low  penetration,  rising  incomes,  a

stressed grid, an aggressive efficiency-labeling regime, and both domestic
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champions and every global major competing. Euromonitor’s 2025 retail

figures, Voltas at 19 percent, LG at 17, Daikin at 13, the top three holding

nearly  half  of  volume,  describe  a  market  still  being  contested,  and  the

volatility Blue Star reported in 2025, a mild summer deflating the whole

quarter,  describes  a  market  still  driven  by  weather  rather  than

replacement. How cooling spreads through India, efficient or profligate, gas

or  electric-powered,  equitable  or  stratified,  is  one  of  the  largest  open

questions in the industry’s future, and Chapters 18 and 19 return to it.

C H A P T E R  1 4

Buying the Weather

The purchase

Most of this book has looked at the air conditioner from the industry’s

side. This chapter turns the machine around and looks from the buyer’s

side, because the act of buying and owning cooling is where the industry’s

engineering  meets  the  household’s  economics,  and  because  the  choices

made  in  a  showroom echo  for  fifteen  years  of  electricity  bills.  The air

conditioner is a peculiar purchase: a durable machine whose true price is

mostly invisible at the till, paid later in power, maintenance and eventual

replacement. The industry sells the box; the buyer marries the operating

cost.

The first  decision is  sizing,  and it  is  the one buyers get wrong most

often. Capacity must match the room’s load, its floor area, glass, ceiling

height, occupancy, orientation and climate, which is why the trade sizes by

rules of thumb refined into load calculations: so many watts per square

meter, adjusted for sun and shade. The intuition to resist is bigger is better.
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An oversized  machine,  as  Chapter  5’s  psychrometrics  explained,  short-

cycles: it hits the setpoint fast, stops, and never runs long enough to dry

the  air,  delivering  a  cold,  clammy  room  and  a  compressor  worn  by

constant starting. An undersized machine runs forever and never arrives.

The right size is the one that runs long, slow and steady through the design

day, which is exactly the regime in which modern inverter machines earn

their keep.

The second decision is  efficiency,  and here the standards machine of

Chapter 15 becomes personal. The label’s rating is, in effect, a prediction of

the machine’s electricity diet, and the arithmetic is simple enough to do on

a showroom floor: a more efficient machine of the same capacity draws

less power for the same cooling, every hour it runs, for its whole life. In

hot climates where machines run a thousand hours a year and more, the

operating-cost  difference between a mediocre and an excellent  machine

exceeds the purchase-price difference many times over. The trap, Chapter

24’s affordability floor, is that the buyer who most needs the low running

cost is the buyer least able to pay the higher sticker. Efficiency is a loan the

efficient machine makes to its owner, and the poor are denied the loan.

The installation

The industry’s oldest saying among honest contractors is that the machine

is only as good as the installation, and the list of what can go wrong reads

like a liturgy: the vacuum not pulled on the lines, leaving moisture in the

circuit  to corrode and clog;  the charge short or long by a few hundred

grams,  cutting capacity and efficiency for  the machine’s  whole life;  the

indoor unit placed where its air short-circuits back to its own intake; the

outdoor  unit  boxed  in,  breathing  its  own  exhaust;  the  condensate  line

sloped wrong,  returning the drip to the ceiling.  None of  these faults  is

visible on day one. All of them are paid for, in power and repairs, from day
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two. The installer with the vacuum pump and the manifold gauges is, as

Chapter 12 said, the industry’s last mile, and the spread between a careful

and a careless installation is larger than the spread between many brands.

The ownership

Then comes the decade and a half of living with the machine. Maintenance

is  simple  and  commonly  skipped:  filters  washed,  coils  kept  clean,  the

condensate  path  clear,  the  refrigerant  circuit  left  sealed.  The  skipped

maintenance is paid in the same currency as the bad installation, efficiency

and life. The smart features of the connected era, scheduling, geofencing,

demand-response enrollment, offer small continuous savings for near-zero

effort. And eventually the machine reaches its end: the compressor tires,

the refrigerant is obsolete, the repair estimate crosses half the price of a

new and twice-as-efficient unit. The end-of-life moment is the refrigerant

bank moment of Chapter 21, the point where the gas should be recovered

and the metals recycled,  and the growing machinery of appliance take-

back is the industry’s attempt to close that loop too.

Sidebar: the three prices

Every air conditioner has three prices, and the wisest buyers compare all of

them. The sticker price is paid once and is the only one advertised. The

energy  price  is  paid  monthly  for  fifteen years  and  usually  exceeds  the

sticker several times over; it is set by the machine’s efficiency, the climate,

the tariff and the setpoint habit. The attention price, installation quality,

maintenance, repairs, is paid in the currency of reliability. The industry’s

cheapest machine often carries the dearest second and third prices, which

is  the  entire  economics  of  the  affordability  floor  restated  as  household

advice: the expensive machine is frequently the cheap one, for everyone

who can afford the lesson.
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C H A P T E R  1 5

The Standards Machine

How a box of moving air gets a number

The air conditioner you buy is, before it is anything else, a number. On the

showroom tag, above the brand and the tonnage, sits the efficiency rating:

the star count in India, the SEER figure in the United States, the A-plus

ladder in Europe, the APF in Japan and China. That number is the visible

tip  of  one  of  the  industry’s  least  visible  and  most  consequential

institutions: the standards machine, the global apparatus of test methods,

laboratory  protocols,  minimum  requirements  and  label  schemes  that

decides what a good machine is. It is not glamorous, and it moves more

electricity demand than any single manufacturer.

The  logic  is  straightforward  and  the  execution  is  not.  An  air

conditioner’s  efficiency  depends  on  the  conditions  under  which  it  is

measured:  the  outdoor  temperature,  the  indoor  load,  the  humidity,  the

cycling  pattern  of  a  real  summer.  A  laboratory  number  measured  at  a

single steady condition rewards machines tuned for the test;  a seasonal

metric tries to weight a range of conditions the way a real year does. The

industry’s  great  metric  migration of  the past  two decades,  from single-

point  EER to  seasonal  SEER and its  successors,  and  in  America  to  the

updated SEER2 procedure with its more realistic duct pressure, has been a

long argument about realism, conducted in committees and test chambers.

Each  revision  quietly  invalidates  yesterday’s  claims  and  forces

manufacturers to re-earn their labels, which is precisely the point.
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Minimums that move markets

The  standards  machine’s  teeth  are  the  minimum  energy  performance

standards, the floors below which a machine may not be sold. These are

the unglamorous workhorses of energy policy: they do not ask consumers

to  choose  well;  they  remove  the  worst  choices  from  the  shelf.  The

International Energy Agency’s landmark study of cooling found that the

efficiency of air conditioners on sale varies enormously between markets,

with units sold in Japan and the European Union typically 25 percent more

efficient than those in the United States and China, and it attributes much

of the spread to the stringency of standards. Its central policy conclusion

follows directly: mandatory performance standards could cut the growth in

air-conditioning energy demand in half. When Chapter 22 quantifies the

cold crunch, the lever it reaches for is this one.

Japan’s Top Runner [28] program, administered under the Ministry of

Economy, Trade and Industry, is the most admired of these regimes, and

the most interesting philosophically. Instead of fixing a static floor, it sets

the future standard at the level of today’s best machine, the top runner,

and requires the whole industry to arrive there by a deadline.  The best

machine  on  the  market  defines  the  next  minimum.  The program’s  air-

conditioner  page,  maintained  by  METI,  covers  virtually  every  room

machine  sold  in  Japan,  and  its  logic  has  spread  into  efficiency  policy

worldwide.  The effect is  a  ratchet powered by competition:  engineering

excellence becomes regulation, and regulation forces engineering.

The label as interface

Between the laboratory and the buyer sits the label,  and label design is

behavioral  science  applied  at  national  scale.  India’s  Bureau  of  Energy

Efficiency star label,  [42] one through five stars, has become one of the

country’s  most  recognized  pieces  of  public  information  design,  and  its
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existence changes what Indian manufacturers build for: a market where

the label is read is a market where efficiency sells. Europe’s rescaled A-to-

G ladder,  the Chinese grade system, the American yellow EnergyGuide:

each is a local answer to the same design problem, compressing a seasonal

simulation  into  a  glyph  a  shopper  can  compare  in  three  seconds.  The

standards  machine  is,  in  the  end,  a  translation  service  between

thermodynamics and the marketplace, and the cooling future of the planet

depends substantially on how well it translates.

Sidebar: the test chamber

At the heart of every efficiency claim is a psychrometric test facility: two

adjoining  environmental  chambers,  one  simulating  the  room,  one

simulating the weather, with the air conditioner mounted between them in

a  wall.  Air  enthalpy  rigs  measure  the  heat  the  machine  removes  by

tracking the temperature and moisture of the air it processes, watt-hour

meters  record  what  it  eats,  and  the  ratio,  accumulated  over  a  scripted

series of conditions, becomes the label. These chambers are expensive, slow

and  scarce,  which  is  why  standards  enforcement  is  itself  an  industry

capacity problem: a country that cannot test cannot verify, and a market

that  cannot  verify  imports  whatever  efficiency  the  exporter  chooses  to

claim. The quiet global project of building testing capacity in importing

countries  is  one  of  cooling  policy’s  most  important  and  least  reported

stories.

The SEER2 transition and the realism ratchet

The American experience shows the standards machine at work in detail.

For decades the seasonal energy efficiency ratio,  SEER, rated residential

cooling by simulating a season’s operation in the lab. Critics argued the

test ignored the ductwork most American homes actually use, so a new

89



procedure, SEER2, took effect in 2023 with external static pressure added to

mimic  real  ducts,  yielding  lower  numbers  for  the  same  machines  and

forcing the industry to re-rate its catalog. The exercise is a case study in

the realism ratchet: each tightening of test realism is a small truth-telling,

paid for by manufacturers in re-testing and by the industry in re-labeled

shelves, and repaid in numbers buyers can trust slightly more. The same

ratchet  operates  globally:  test  conditions,  part-load  weightings  and

measurement  tolerances  are  negotiated  line  by  line  in  technical

committees, and the negotiations matter because the label is law’s interface

with engineering.

India’s star program

India’s  Bureau  of  Energy  Efficiency  runs  one  of  the  world’s  most

consequential labeling regimes, because it operates in the market where

the most machines will be sold this century. The star label, launched by the

Bureau of Energy Efficiency in May 2006 and since made mandatory for

room air conditioners, grades machines from one to five stars on efficiency,

with  the  thresholds  periodically  tightened  so  that  yesterday’s  five-star

machine becomes tomorrow’s three-star: the ratchet again, administered

on  a  schedule.  The  label’s  influence  on  Indian  buying  is  real  and

documented in the policy literature,  and it  interacts  with the country’s

unique  conditions,  extreme  ambient  temperatures  that  standard  test

conditions once understated, voltage instability, dust, and price sensitivity

that keeps fixed-speed machines alive at the market’s bottom. Standards

written for Tokyo or Berlin fail in Chennai unless they are localized, and

the  BEE’s  tightening  cycles  are  a  running  experiment  in  how  fast  a

developing market can be pulled up the efficiency ladder without pulling

the ladder out of reach of the buyers who need cooling most.
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C H A P T E R  1 6

The Cold Chain

The invisible pipeline

Between the field and the table, between the fermenter and the pharmacy

shelf, runs a pipeline that carries no fluid and has no single owner: the cold

chain, the unbroken sequence of refrigerated steps that keeps a perishable

thing from the moment it  is made to the moment it  is used. Milk, fish,

meat, fruit, vaccines, insulin, blood plasma, fresh flowers, frozen berries:

each  has  a  temperature  biography,  and  every  link,  the  packhouse,  the

truck, the port cold store, the supermarket cabinet, the kitchen refrigerator,

must  hold.  The air  conditioner’s  parent  technology,  refrigeration,  is  the

cold chain’s engine,  and the comfort  machine that dominates this  book

shares its compressors, its refrigerants, its engineers and its consequences

with the much larger apparatus of keeping things cold. You cannot tell the

air conditioner’s industrial story without it.

The scale  of  what  the  cold  chain prevents  is  measured in  a  statistic

worth sitting with. The United Nations Environment Programme and its

partners estimate that lack of effective refrigeration directly results in the

loss of 526 million [44] tonnes of food production, 12 percent of the global

total,  a loss that falls  overwhelmingly in the developing world.  Overall,

about 14 percent of food produced for human consumption is lost between

harvest and retail, before waste at the consumer’s end even begins. And

the cold chain carries its own climate ledger: food cold chains, including

the emissions from cold technologies and the emissions embodied in the

food  lost  for  lack  of  them,  account  for  about  4  percent  of  global
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greenhouse gas emissions.  The same report estimates that if  developing

countries had the cold-chain infrastructure of the developed world, they

could save 144 million tonnes of food a year. Cold is food policy.

Milk, mangoes and the map of loss

The geography of the missing cold chain is specific. In rich countries, cold

is continuous: the fish is chilled on the boat and never warms until the pan.

In  much  of  the  world,  cold  is  an  archipelago:  a  cold  store  here,  a

refrigerated  truck  there,  and  warm gaps  between  them where  the  loss

happens.  The  consequences  concentrate  in  the  perishables.  Milk  sours

within hours at ambient tropical temperature, which is why the history of

dairy  development,  in  India  above  all,  is  a  history  of  village  chilling

infrastructure.  Fish spoils  fastest  of  all;  the difference between iced and

uniced catch is the difference between a marketable product and a disposal

problem. Fruits like the mango ripen on a clock that only cold slows, and

the cold chain decides whether a harvest gluts and rots locally or travels to

a price. Every tonne of the 526 million is a story of that kind: not food that

was never grown, but food that  was grown and then lost  in the warm

space between two cold rooms.

The coldest chain of all

The cold chain’s  most  demanding customer is  medicine.  A vaccine is  a

biological  product  whose  potency  is  destroyed  by  warmth,  sometimes

irreversibly and invisibly: a vial that has been warm can look exactly like a

vial  that  has  not.  Immunization  programs  therefore  run  the  most

disciplined cold chains on earth,  from the manufacturer’s freezer to the

refrigerator in the last  rural  clinic,  and the phrase last  mile  takes on a

literal meaning when the last mile is a motorcycle with a cold box on a dirt

road. The covid-19 vaccination campaigns put this apparatus on the front
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pages,  with  their  deep-freeze  requirements  for  some  products  and

refrigerated ones for others, but the everyday achievement is larger and

older: the eradication of smallpox and the near-eradication of polio were,

among other things, logistics feats of keeping fragile biology cold across

every terrain on earth.  Insulin,  blood products,  and a growing share of

modern  biologic  drugs  add  their  own  requirements.  A  hospital’s

refrigerators are as load-bearing as its generators.

The machines of the chain

The hardware of the cold chain is the air conditioner’s extended family.

The walk-in cold room is a room-sized refrigerator; the refrigerated truck

and the reefer container are vapor-compression plants on wheels and in

steel  boxes,  the  reefer  being  the  Shipping  Container  book’s  own

mechanical  cousin;  the  supermarket’s  open  cabinets  are  engineered  air

curtains  holding  back  the  aisle;  the  ice  maker  descends  directly  from

Gorrie; and the vaccine refrigerator is a small machine with an outsized

tolerance for bad power and rough handling, engineered for the grid it will

actually  meet.  Each  of  these  is  an  industry  of  its  own,  with  its  own

manufacturers,  its  own  standards,  and  its  own  GICS  filing,  and  each

appears in this  library’s  map as a neighboring industry to be linked at

upload.  The air  conditioner,  the  cold  room,  the  reefer  and  the  vaccine

fridge  are  one  family  tree:  Perkins’s  1834  loop,  grown  into  the

infrastructure of the perishable world.

Sidebar: the reefer’s revolution

The  refrigerated  shipping  container  deserves  its  own  note,  because  it

completed what Tudor began. Where the Ice King shipped cold as cargo,

the reefer ships the means of cold: a self-powered vapor-compression plant

built  into the wall of a standard container,  holding its contents at a set
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temperature from the door of the farm to the door of the warehouse. The

reefer made the cold chain ocean-spanning and continuous, and with it the

world’s diet: the year-round grape, the Chilean salmon, the New Zealand

lamb,  the  banana  trade  itself  all  ride  on  refrigerated  boxes.  Tudor’s

Tuscany lost a third of its ice to the sea; a modern reefer loses nothing, and

reports any excursion by telemetry. The distance between those two facts

is the entire history of this industry.

The vaccine refrigerator: engineering for the last mile

The  cold  chain’s  most  specialized  machine  deserves  its  own  attention,

because  it  shows  refrigeration  engineering  pushed  by  the  hardest

constraints. A vaccine refrigerator serving a rural clinic must survive what

no showroom machine  is  designed for:  intermittent  power,  dust,  rough

transport,  untrained handling,  and ambient heat  that  never relents.  The

solutions are quietly ingenious: thick insulation and thermal ballast to ride

out  outages;  freeze-prevention  designs  that  keep  vaccines  cold  without

ever  freezing  them,  since  freezing  destroys  many vaccines  as  surely  as

heat; solar direct-drive systems that skip batteries altogether, running the

compressor when the sun shines and coasting through the night on stored

cold; and temperature monitoring that turns a box into a data source. The

vaccine refrigerator is the air conditioner’s philosophy carried to its moral

limit: control of a small environment, held against a hostile one, for the

benefit of people who will never see the machine.

The banana and the blueprint

The cold  chain  also  built  some  of  the  modern  food  system’s  strangest

structures, and the banana is the classic case. A banana is harvested green,

held at a carefully managed cool temperature through shipping, and then

deliberately ripened in purpose-built ripening rooms at destination, where
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temperature, humidity and ethylene gas are scheduled to deliver the fruit

to  the  shelf  at  the  exact  stage  the  grocer  wants.  The  fruit  in  the

supermarket is, in a precise sense, a scheduled product of conditioned air:

not  merely  preserved  by  the  cold  chain  but  processed  by  it.  The same

architecture, harvest, controlled atmosphere transport, scheduled finishing,

now  underlies  the  year-round  availability  of  fruits  that  the  ice  trade’s

customers could not have imagined outside their seasons. Tudor sold cold

as luxury; his industry’s grandchildren use it to abolish seasonality itself.

C H A P T E R  1 7

The World That Cannot Run Warm

Dependence, measured in uptime

There is a point in the history of every foundational technology when it

stops  being  a  convenience  and  becomes  a  load-bearing  element  of

civilization,  and  for  the  air  conditioner  that  point  has  passed.  Whole

sectors  of  the  modern  world  now  fail,  measurably  and  sometimes

dangerously,  if  the  cooling  stops.  This  chapter  is  a  census  of  that

dependence. It is not a list of places that would be uncomfortable. It is a list

of places that would stop.

The data center: [45] the economy’s fever

The newest and fastest-growing dependence is digital. Every computation

is paid for in heat: the processors that run the internet convert electricity

to  heat  with  perfect  efficiency,  and  a  modern  data  center  is,  thermally

speaking, a building full of heaters that also happen to compute. Remove
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the cooling and the racks throttle, then shut down, within minutes. The

Congressional Research Service’s 2025 primer on data-center energy use

states the thermal balance plainly: roughly half or more of a data center’s

electric demand comes from the IT equipment itself, and much of the rest

is  for cooling.  A widely cited industry estimate,  reviewed in an IEA-4E

assessment, puts cooling at around 40 percent of a typical facility’s energy.

The cooling takes two great architectural forms, chilled air moved through

ducts and raised floors by computer room air handlers, and chilled water

piped through loops that reject the heat to cooling towers, and both drink

water as well as power: the CRS primer cites an IEA estimate that a 100-

megawatt American data center may consume on the order of two million

liters of water a day for cooling, a little under 40 percent of it consumed on

site.  The cloud has a thirst,  and the cloud’s thirst is the air conditioner

scaled to infrastructure.

The dependence runs deeper than uptime. The geography of the digital

economy now follows the cooling:  data  centers  cluster  where power is

cheap, water available and the climate forgiving, and the heat-density of

the newest computing, the racks of AI accelerators, is pushing the industry

past what air alone can carry, toward liquid cooling piped to the chip itself.

The air conditioner’s descendants are being plumbed into the motherboard.

The transistor and the compressor, this library’s two machines, have met at

last, and the meeting is warm.

The hospital: cooling as care

The hospital’s dependence is older and more intimate. Operating theatres

are cooled not for comfort but for control:  surgeons in gown and mask

work for hours under hot lights, staff concentration is a clinical variable,

and  airborne  infection  is  managed  with  conditioned,  filtered,  pressure-

controlled air, the ventilation inheritance of Chapter 6 elevated to a life-
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safety  system.  Modern  imaging  depends  on  cold:  the  superconducting

magnet at the heart of an MRI scanner lives in a cryostat of liquid helium,

and the scanner suite’s chillers carry away the heat of the gradients and

the electronics; when the cooling fails, the hospital’s diagnostics degrade

within  hours.  Blood  banks,  laboratories,  pharmacies  and  vaccine

refrigerators hold their inventories at specified temperatures around the

clock. A hospital is a building whose medical functions are air-conditioned

in the strictest original sense: the air’s temperature, moisture, cleanliness

and motion are all controlled, because the patients’ lives depend on at least

two of the four.

The fab and the cleanroom

The semiconductor industry, which the Transistor book treats in its own

right, manufactures in conditioned air taken to its logical extreme. A chip

fab is a cleanroom: air filtered to near-absolute particle purity, held at tight

temperature and humidity bands, because a speck of dust destroys a circuit

and a drift in humidity spoils a process. The photolithography that prints

the world’s chips is exquisitely sensitive to its environment. The fab’s air

handlers are therefore production equipment as much as the lithography

machines  themselves,  and  a  fab’s  cooling  plant  is  among  the  largest

industrial air-conditioning installations anywhere. The same logic extends

to pharmaceutical cleanrooms, to precision optics, to the manufacture of

the  batteries  that  power  the  electric  age,  whose  dry  rooms  are

dehumidified  to  deserts.  Precision  manufacturing  is,  in  an  exact  sense,

weather-controlled manufacturing.

The textile mill, still

And then there is the industry’s first customer, which never left. Textile

mills  still  condition their  air  for  the reason Stuart  Cramer measured in
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1906:  yarn  spins  better  at  the  right  humidity.  The  printing  plant  still

controls  its  paper.  The  chocolate  factory  still  fears  the  bloom.  The

munitions plant still watches its moisture. The comfort revolution overlaid

the process industries without displacing them, and the process demand

for conditioned air has grown with every industry that adopted it. The air

conditioner’s  two  centuries,  the  industrial  one  and  the  comfort  one,

continue side by side.

Sidebar: the failure drills

Modern  critical  facilities  assume  cooling  failure  the  way  ships  assume

storms. Data centers drill thermal runaway: the measure that matters is the

time between chiller loss and rack shutdown, typically minutes, and the

defenses  are  thermal  storage,  redundancy  and  ruthless  monitoring.

Hospitals  keep  their  operating  theatres  on  emergency  power  with  the

cooling plant prioritized like the lights. The chemical and pharmaceutical

industries  classify  cooling  failure  among  their  process  hazards.  The

interesting question for policy, as heat extremes intensify, is not whether

critical cooling will be engineered for but whether the ordinary building

stock,  the  schools,  care  homes  and  apartments,  will  get  the  same

seriousness. Chapter 23 takes up that question.

The server and the chip, continued

The  data-center  dependence  deserves  one  more  layer,  because  it  is

changing the technology itself. As computing densifies, the heat per rack

climbs past what moving air can carry, and the industry’s response is to

bring the cold closer: chilled water to a radiator on the rack’s rear door,

cold plates bolted to the processors with coolant inside, and full immersion

of servers in engineered fluids. Each step is the vapor-compression loop, or

its chilled-water cousin, reaching deeper into the machine, and each step
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blurs the line between the computer industry and the cooling industry. The

people  who design heat  sinks  and the  people  who design chillers  now

share conferences. The transistor book in this library ends at the chip; this

book’s subject increasingly begins there.

Cleanrooms beyond chips

The cleanroom principle, air conditioned to control particles as much as

temperature,  extends  well  past  semiconductors.  Pharmaceutical

manufacturing  holds  its  suites  at  controlled  temperature,  humidity  and

pressure  cascades  to  keep  products  pure  and  cross-contamination

impossible;  hospital  isolation  rooms  use  the  same  pressure  control  in

reverse,  to  keep  pathogens  in  rather  than  out;  precision  optics  and

aerospace assembly work in conditioned clean space; the food industry’s

hygienic zones are conditioned as carefully as any laboratory. In every case

the air is not a byproduct of the process but an input to it, specified as

tightly as any raw material.  The air conditioner’s founding promise,  air

held  to  a  condition,  has  become  an  assumption  embedded  in  the

production lines of the modern world, invisible until it fails.

C H A P T E R  1 8

Water for Cold

The other thirst

The air conditioner’s resource ledger has a second column, and it is water.

The machine  itself,  the  room unit  on  the  wall,  consumes  none.  But  at

building scale and above, cooling drinks: the cooling tower, the standard
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heat-rejection device of large plants, works by evaporating water, shedding

the building’s heat into the atmosphere as vapor, and that evaporation is

consumption, water permanently taken from supply. A large commercial

building’s  towers can evaporate millions of  liters  [46]  a  year;  the great

chiller  plants  of  the  Gulf  drink  correspondingly;  and  the  data  center,

Chapter  17’s  new giant,  has  made  cooling  water  a  front-page  resource

question:  the  Congressional  Research  Service’s  primer,  citing  the

International Energy Agency, puts a 100-megawatt American data center’s

total water consumption for cooling on the order of two million liters per

day, averaged across cooling strategies. The economics of the cloud are, at

the meter, a water business as much as a power business.

The tension is  sharpest  exactly where cooling demand grows fastest:

hot, dry places where water is the binding constraint. A cooling tower in a

desert city converts scarce water into comfort; the alternatives, air-cooled

condensers that drink nothing but lose efficiency precisely when the air is

hottest,  and hybrid  systems that  switch  modes  with  the  weather,  trade

water against electricity and capital. There is no free choice, only a visible

one, and the industry’s engineering frontier is thick with hybrid, adiabatic

and closed-loop schemes that shave the water bill  without surrendering

the efficiency. The water column of the ledger is why the cooling question

belongs to resource policy and not only to appliance policy.

The condensate and the cloud

The water story has smaller entries too, and they matter at scale. Every

room machine produces condensate, the psychrometric drip of Chapter 5;

in  humid  climates  the  volumes  are  significant,  and  recovery  for  non-

potable  uses  is,  as  the  last  chapter  noted,  a  small  real  resource.

Atmospheric  water  generators,  machines  that  condense  drinking  water

from air,  are  the condensate  drip  turned product:  energy-expensive per
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liter, defensible only where water logistics are desperate, and instructive as

a  reminder  that  air  is  a  reservoir  as  well  as  a  blanket.  Meanwhile  the

spread of data centers into water-stressed regions has forced the industry

to publish and defend its  water  usage effectiveness alongside its  power

usage  effectiveness,  and  the  newest  designs,  liquid  cooling  with  dry

coolers, closed loops, heat reuse, aim at zero water in the worst places. The

direction  of  travel  is  clear:  the  next  cold  will  be  audited  in  liters  as

carefully as in watts.

Sidebar: the tower’s plume

The cooling tower’s white plume, visible over any refinery, power plant or

large building, is not smoke but condensed water vapor, the building’s heat

leaving  as  a  small  local  cloud.  It  is  a  fitting  emblem  for  this  chapter:

cooling at scale is a transaction with the atmosphere, paid in water. The

plume  also  carries  the  technology’s  main  public-health  lesson:  warm

recirculating water is a habitat, and poorly maintained towers can breed

the  bacteria  responsible  for  Legionnaires’  disease,  which  is  why  tower

maintenance  is  regulated  as  a  health  matter  in  many jurisdictions.  The

machine that manages air must also manage its water, and the water, like

the refrigerant, is a working fluid with a safety history of its own.
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P A R T  S I X

The Reckoning
Cities, thermostats, ozone, energy, equity, and the next cold.



C H A P T E R  1 9

The City That Swallowed the Weather

The island of heat

The modern city is warmer than the countryside around it,  measurably,

sometimes by several degrees, and the air conditioner is partly to blame in

a  way  that  closes  this  book’s  central  loop.  The  urban  heat  island  has

several makers: dark surfaces that drink the sun, canyons that trap it, the

loss of vegetation and its evaporative cooling, and the waste heat of the

city’s  machines,  traffic,  industry,  and  every  condenser  coil  rejecting  its

building’s heat to the street. The last of these is the air conditioner’s own

contribution: the machine does not destroy heat but exports it, and a dense

district  of  running  units  is,  to  the  street  outside,  a  distributed  heater.

Studies of dense Asian and European cities have measured the feedback

directly: on the hottest nights, anthropogenic heat adds its degrees to the

island, and every degree of outdoor warmth raises every machine’s power

draw, so the street’s heat makes the machines work harder to make the

street  hotter.  The  loop  is  physical,  measurable,  and  unwelcome,  and  it

grows with adoption.

The city answers, and the answers are this book’s oldest and newest

material  at  once.  At  the  surface  level:  reflective  roofs  and  pavements,

shade,  trees,  water,  the  albedo  and  evapotranspiration  kit  that  the

courtyard civilizations  perfected before  the  compressor.  At  the  building

level:  the  passive  design and load reduction of  Chapter  22.  And at  the

district  level:  shared  cold,  the  district  cooling  plant,  which  replaces  a
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thousand condensers dumping heat at street level with one plant rejecting

heat to a river, the sea, or the sky at industrial efficiency.

District cooling: the utility of cold

District cooling deserves a full description, because it is the air conditioner

recast  as  infrastructure.  A  central  plant  houses  large,  efficient  chillers,

often with thermal storage tanks that make cold at night and serve it by

day. Insulated pipes carry chilled water beneath the streets to customer

buildings,  where  heat  exchangers  cool  each  building’s  own  loop;  the

machines  in  the  building  shrink  to  a  room  of  valves  and  exchangers

instead of a rooftop of condensers. The advantages compound: big chillers

beat  small  ones  in  efficiency;  one  maintained  plant  beats  a  thousand

neglected ones; storage shaves the grid’s peak; and the building’s roof and

street are freed from heat and noise. The disadvantages are equally real:

enormous capital, the need for density and for an authority able to pipe a

district, and a lock-in that makes the cooling utility a natural monopoly to

be  regulated  like  one.  Where  the  preconditions  hold,  the  Gulf’s  new

districts, the business quarters of Asian megacities, university campuses,

airports,  district  cooling  is  spreading  steadily.  It  is  the  industry’s  own

answer to the question its success poses: if everyone is to be cooled, cool

them together.

The river and the lake

The most  elegant  district  systems  borrow the  planet’s  own  cold.  Deep

source cooling draws cold water from the depths of a lake or the sea, runs

it through heat exchangers to chill the district’s loop, and returns it: the

compressor  is  replaced  by  geography.  Systems  on  this  principle  serve

districts in cities seated beside deep cold water, and they rank among the

most efficient cooling installations ever built, because their energy goes to
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pumps,  not  compressors.  They  are,  in  the  strictest  sense,  the  yakhchal

reborn  at  municipal  scale:  stored  natural  cold,  engineered  into  a

distribution network. The supply is limited to blessed geographies, but the

lesson is general: the cheapest cooling is the cooling the environment will

do for you, and engineering begins by looking for it.

Sidebar: the condensate city

A city of air conditioners is also a city of dripping water: every machine

wrings moisture from the air, and a dense district’s condensate is a small

river  discharged  to  drains.  Ingenious  projects  have  tried  to  reclaim  it,

condensate is essentially distilled water, suited to irrigation, cooling-tower

makeup,  even flushing,  and in water-stressed cities  the recovery of  air-

conditioning condensate is a small but real water resource. The detail is

small;  the habit of mind is the book’s point.  The machine’s outputs are

inputs elsewhere, and seeing a city this way, as a metabolism of heat, water

and air, is what the next cold requires.

C H A P T E R  2 0

The Thermostat Wars

Who chooses the temperature

Every  air-conditioned  building  hosts  a  quiet,  endless  negotiation:  what

number should the machine hold? The question sounds trivial and is not.

The thermostat  is  where the physics of  Chapter 1 meets the politics  of

shared space, and the fight over its setting is one of the few workplace

disputes that every office worker on earth recognizes. The air conditioner
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manufactures  weather;  the  thermostat  decides  whose  weather  gets

manufactured.

The industry once answered with authority. Comfort science, built on

the psychrometric foundations Carrier laid and the mid-century laboratory

work of researchers like P.O. Fanger, defined a comfort zone: a band of

temperature  and  humidity  within  which  the  average  sedentary  person,

dressed  for  the  office,  would  report  satisfaction.  Standards  followed,

buildings were designed to the band, and the modern sealed office tower

was born holding 22 or 23 degrees the year round, whatever the season

outside, whatever the occupants wore.

Two  challenges  unsettled  that  settlement.  The  first  asked  who  the

average person was. In 2015, researchers Boris Kingma [47] and Wouter

van Marken Lichtenbelt published an analysis in Nature Climate Change

arguing that office thermal standards derive from the metabolic rate of the

average man, and that because women, on average, have lower metabolic

heat production, the standard office temperature is calibrated to cool for

the male body. The finding landed in the popular press as the thermostat is

sexist,  a  headline  compression  the  authors  themselves  framed  more

carefully as a call to account for real variation in metabolic demand. The

deeper point stands regardless of any one study’s method: comfort is  a

distribution, not a number, and a single setpoint serves some occupants by

freezing or sweltering others.

The second challenge was deeper, because it questioned the laboratory

itself. Beginning in the 1970s, field researchers, notably Richard de Dear

[48]  and  Gail  Brager,  went  out  of  the  climate  chamber  and  into  real

buildings,  and  found  something  the  chamber  had  missed:  people  in

naturally ventilated buildings, with windows to open, clothing to change

and fans to aim, accept and even prefer a far wider range of temperatures

than the laboratory zone predicts, and the range slides with the weather

outside.  Their  adaptive  model  of  comfort,  which  entered  ASHRAE’s
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Standard 55 for naturally conditioned spaces, says that comfort is partly

behavioral  and  contextual:  control  over  one’s  environment  widens  the

band of what feels fine. The thermostat wars, it turns out, are won less by

the perfect setpoint than by the window that opens, the fan on the desk,

and the dress code that adapts,  the Cool Biz [29] insight of Chapter 10

arriving by the scientific road.

The productivity claim

The thermostat matters beyond comfort because it is entangled with work.

A  long  research  tradition  connects  thermal  conditions  to  performance:

overheated  offices  slow  typing,  sour  judgment,  and  compound  fatigue;

overcooled ones stiffen fingers and tempers. The honest summary of that

literature is that severe heat degrades cognitive work measurably, and that

the band of acceptable performance is  wider than the band of maximal

comfort. Schools deserve a special mention, because they concentrate the

vulnerable  and  the  obliged:  study  after  study  links  classroom  heat  to

degraded  learning,  and  the  air  conditioning  of  schools  has  become  an

equity issue in its own right, which Chapter 23 takes up.

What the wars settled

The working  synthesis  of  a  century  of  comfort  science  looks  like  this.

There is  no single  correct  temperature;  there is  a  range,  and the range

widens when people have control. Humidity dominates perceived comfort,

which vindicates the industry’s founding insight that conditioning means

moisture  first.  Clothing  and  expectation  are  variables  as  real  as  the

machine’s  capacity,  which vindicates  Cool  Biz.  And the  sealed  building

held at one number year-round is a choice, not a necessity: an expensive,

energy-hungry answer to a question that admits several cheaper ones. The

air conditioner freed buildings from climate; comfort science’s second act
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is  teaching  buildings  to  need  that  freedom  less  absolutely.  The  future

chapter returns to this theme, because the cheapest joule of cooling is the

one never demanded.

Sidebar: the overcooling habit

A persistent  finding  of  the  comfort  literature  is  overcooling:  buildings,

especially in hot countries and especially in prestige spaces, held colder

than  their  occupants  need  or  even  want.  The  airport  at  refrigerator

temperature,  the  mall  that  requires  a  jacket  in  August,  the  conference

room  where  delegates  negotiate  in  scarves:  these  are  not  engineering

outcomes but cultural ones,  cold as a display of modernity and control.

Overcooling costs energy, dries eyes and airways, and exports avoidable

heat to the street. Its remedy is embarrassingly cheap: a setpoint a degree

or two higher. The thermostat wars are mostly fought over fractions of a

degree; the public-interest argument is won at two full degrees, and it is

among the cheapest climate measures available to any hot city.

The workers the thermostat ignores

The thermostat wars presuppose occupants with a thermostat. Most of the

world’s heat exposure does not happen in conditioned offices but in fields,

construction  sites,  kitchens,  warehouses  and  factories,  where  the

negotiation  is  not  over  a  setpoint  but  over  work  itself:  shifts  at  noon,

wages  by  the  piece,  no  shade  at  the  bus  stop.  The  occupational-heat

literature  is  grim  and  consistent:  heat  stress  cuts  labor  capacity

measurably, and the International Labour Organization’s 2019 report [49]

Working on a Warmer Planet projects that by 2030 the equivalent of more

than 2 percent of total working hours worldwide will be lost each year to

heat, either because it is too hot to work or because the work must slow,

with  the  productivity  loss  reaching  5  percent  in  Southern  Asia  and
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Western Africa,  and the  accumulated financial  loss  reaching 2.4  trillion

dollars by 2030 even if warming is held to 1.5 degrees. The air conditioner

does not reach these workers, and the protective answers there are older

than  the  machine:  rest  cycles,  water,  shade,  schedule,  and  the  legal

standing  to  refuse  dangerous  heat.  The  thermostat  wars  are  a  comfort

argument;  the  field  is  a  rights  argument,  and  23  takes  it  up  where  it

belongs.

The personal microclimate

The emerging answer to the wars inside buildings is to shrink the zone of

control.  Personal  fans  and  desk-level  conditioning,  heated  and  cooled

chairs, task-ambient systems that condition the occupied zone and let the

rest  of  the  volume  drift:  the  design  frontier  is  the  microclimate,

conditioning people rather than rooms. The physics is compelling, since a

person is a hundred-watt problem while a room is a kilowatt one, and the

comfort science supports it, since perceived control widens the acceptable

range, as the adaptive model predicts. The office of the future may look less

like  a  sealed  box  at  one  temperature  and  more  like  a  landscape  of

microclimates,  with  the  building’s  central  plant  doing  less  and  the

occupant’s own zone doing more. The thermostat war’s peace treaty, if one

is signed, will read: condition the person, not the space.

C H A P T E R  2 1

The Ozone Lesson
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A warning from the stratosphere

In June 1974, two chemists at the University of California, Irvine, Mario

Molina [50] and F. Sherwood Rowland, published a paper in Nature with

an unglamorous title and a civilization-scale claim: “Stratospheric sink for

chlorofluoromethanes: chlorine atom-catalysed destruction of ozone.” Their

argument  was  spare.  The  chlorofluorocarbons,  Midgley’s  miracle  safety

molecules, then pouring out of the world’s refrigerators, air conditioners

and aerosol  cans,  were  so  stable  that  nothing in  the  lower  atmosphere

removed them. They would therefore survive long enough to drift into the

stratosphere, where harsh ultraviolet light would finally break them apart,

releasing  chlorine  atoms;  and  chlorine,  they  showed,  destroys  ozone

catalytically, one atom stripping apart ozone molecules again and again.

The ozone layer, the thin stratospheric screen that absorbs the sun’s most

dangerous ultraviolet, was being eaten by the world’s safest chemicals.

The industry’s response was, at first, denial, and the chemistry took a

decade  to  become  undeniable.  In  1985  the  British  Antarctic  Survey

published observations of shocking ozone losses over Antarctica: the ozone

hole, a seasonal wound in the layer, far beyond anything the models had

prepared the public for. The science had become visible from the ground.

What happened next is the reason this chapter exists in a book about a

machine: the world acted.

Montreal

In September 1987, the world’s governments signed the Montreal Protocol

on Substances that Deplete the Ozone Layer; it entered into force in 1989.

Its  achievement,  in  the  United  Nations  Environment  Programme’s

accounting, is without parallel in environmental diplomacy. The Protocol

now  controls  nearly  one  hundred  manufactured  ozone-depleting

substances;  both  it  and  its  parent  Vienna  Convention  have  achieved
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universal ratification, all  198 parties,  the first treaties in United Nations

history to be endorsed by every nation on earth; and its implementation

has phased out 99 percent [51] of controlled ozone-depleting substances,

some 1.8 million ozone-depletion-potential tonnes. The ozone layer is on

its way to recovery. For the air-conditioning industry, Montreal meant the

end  of  R-12  and  R-11,  the  workhorses  of  half  a  century,  and  a  forced

migration,  first  to  the  transitional  HCFCs  like  R-22,  and  then  to  the

hydrofluorocarbons, the HFCs, which carried no chlorine and spared the

ozone layer.

The climate catch

The HFCs solved the ozone problem and deepened another one. They are

greenhouse gases of extraordinary potency: released to the atmosphere, a

kilogram of R-410A, the standard residential blend of the 2000s, warms the

planet like more than two tonnes of carbon dioxide. The cooling industry

had traded a poison of the ozone layer for a poison of the climate, and as

cooling spread, the trade worsened. The diplomatic repair came in October

2016, in Rwanda’s capital: the Kigali Amendment to the Montreal Protocol,

which  brings  eighteen  HFCs  under  control  and  phases  down  their

production and consumption by more than 80 percent over the following

three decades. UNEP’s estimate of the prize: if fully implemented, Kigali

can avoid up to 0.4 [53] degrees Celsius of global warming by the end of

this century, a contribution on the order of a major national climate policy,

won in a single negotiation about refrigerants.  The amendment entered

into force on January 1, 2019, and ratifications have climbed steadily: by

late  2024,  163  [52]  of  198  parties  had  ratified,  and  the  Global  Cooling

Pledge launched at the Dubai climate conference in 2023 added a parallel

commitment  among  signatories  to  cut  cooling-related  emissions  while

expanding cooling access.
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The third chemistry

The  refrigerant  transition  now  underway  is  the  air  conditioner’s  third

chemical era, and its logic is a return. The fluids rising to replace the HFCs

are the industry’s old workhorses and simplest hydrocarbons: ammonia,

still the queen of industrial refrigeration; carbon dioxide, Linde’s marine

refrigerant,  reborn  in  transcritical  supermarket  systems;  and  propane,

under the laboratory name R-290, whose global warming potential is about

3 against R-410A’s 2088. The catch is the one the 1920s knew: these fluids

are toxic or flammable, and their safe use demands charge limits, sensors,

standards  and  training,  the  whole  apparatus  of  care  that  Freon  was

invented  to  escape.  The  industry’s  judgment,  encoded  in  Gree’s  2024

launch of  R-290 room air  conditioners  for  the European market  and in

Japan’s  market-wide  migration  to  R-32,  is  that  the  safety  problems are

manageable with engineering, and the climate problem is not manageable

without the switch. A century after Midgley, the molecule is being chosen

again, this time with the sky in the specification.

Sidebar: the table of potentials

The  global  warming  potential,  the  mass  of  carbon  dioxide  with  the

warming effect of one kilogram of the gas over a century, is the refrigerant

era’s scorecard. The United States Department of Energy’s review of the

compressor  industry  tabulates  the  values  that  govern  the  current

transition: R-22, the departing HCFC, 1810; R-410A, the standard blend of

the last two decades, 2088; R-32, the industry’s chosen HFC successor, 675;

R-290, propane, 3.3. A room air conditioner carries roughly a kilogram of

refrigerant,  so the difference between an R-410A machine and an R-290

machine leaking its charge is the difference between two tonnes of CO2

and three kilograms of  it.  Chemistry,  in  this  industry,  is  destiny at  the

kilogram scale.
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The banks and the graveyards

The Montreal system has a back end that rarely makes the speeches: the

accumulated stock of old refrigerant still sitting in the world’s machines,

chillers and warehouses,  known in the trade as the refrigerant bank.  A

treaty  can stop  production of  a  gas;  it  cannot  unmake the  gas  already

made. The bank leaks slowly from every aging seal and scrapped machine,

and  the  difference  between  recovering  that  gas  and  venting  it  is  the

difference between the treaty’s paper success and its atmospheric one. This

is  why  the  industry’s  least  visible  trade,  refrigerant  reclamation,  the

recovery,  purification  and  re-certification  of  used  gas,  has  become

strategic: reclaimers extend the useful life of legacy fluids for the machines

that  still  need  them  while  keeping  the  molecules  out  of  the  sky.  The

refrigerant bank is a graveyard that must be managed for decades after the

funeral.

The enforcement problem

The Protocol’s success also has an asterisk, and honesty requires it. Illegal

trade in controlled refrigerants is a documented, persistent problem: quota

systems create price differentials, price differentials invite smuggling, and

European authorities  in  particular  have fought  a  running battle  against

contraband  HFCs  arriving  outside  the  quota  system.  Enforcement

chemistry  is  a  strange  frontier:  portable  identifiers,  isotope  analysis,

customs  intelligence.  The  Montreal  machinery  is  the  strongest  in

environmental law, and it still depends on the slow work of inspectors at

borders.  The  lesson  generalizes  beyond  refrigerants:  a  global  transition

succeeds at the loading dock or it does not succeed at all.

C H A P T E R  2 2
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The Energy Question

The cold crunch

The air  conditioner’s  energy appetite  was  tolerable  when the  machines

were few. It is tolerable no longer, and the International Energy Agency

has named the coming squeeze: the cold crunch. The numbers, from the

Agency’s landmark 2018 study The Future of Cooling and its subsequent

updates,  frame  the  century.  Air  conditioners  and  electric  fans  already

account for about a fifth of all the electricity used in the world’s buildings,

one-tenth of all electricity consumed on earth. Space cooling is the fastest-

growing  single  use  of  energy  in  buildings,  having  more  than  tripled

between 1990 and 2016, with annual air-conditioner sales tripling over the

same period to 135 million units and the installed stock reaching about 1.6

billion machines, more than half of them in China and the United States.

Keeping those machines running consumes over 2,000 terawatt-hours of

electricity a year, two and a half times the total electricity consumption of

Africa.

Then come the  projections,  and this  book flags  them as  projections,

scenarios  of  what  current  policy  implies,  not  fate.  On the  IEA’s  stated

trajectory, the stock of air conditioners grows from 1.6 billion to 5.6 billion

[54] by 2050, which works out to ten new machines sold every second for

three  decades.  Energy  demand  for  space  cooling  triples  by  2050,  and

meeting it would require new electricity generation capacity equal to the

entire present-day capacity of the United States, the European Union and

Japan  combined.  Air-conditioning  growth  becomes  the  second-largest

source of global electricity demand growth after industry, and the largest

in buildings. That is the cold crunch: the machine that protects humanity
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from a warming climate threatens to heat the climate further, in a loop

whose arithmetic is pitiless.

The lever of efficiency

The  same  report  that  names  the  crunch  names  the  exit,  and  it  is  not

abstinence. The efficiency of air conditioners sold around the world varies

enormously: units sold in Japan and the European Union are typically 25

percent more efficient than those sold in the United States and China, and

the spread between the best and worst machines on any market is wider

still.  The  IEA’s  central  finding  is  that  mandatory  energy  performance

standards,  the  standards  machine  of  Chapter  15,  could  cut  the  energy

growth from air-conditioning demand in half. Pair efficient machines with

the cleanest available refrigerants and a decarbonizing grid, and the crunch

becomes a surmountable problem. The agency is blunt that this is a policy

choice, not a technology gap: the efficient machine already exists on the

showroom shelf, usually next to the inefficient one, often at a similar price.

What  stands  between  the  world  and  the  efficient  stock  is  labeling,

standards,  purchasing  habits  and  electricity  tariffs,  the  unglamorous

machinery of Chapter 15.

The grid at 4 p.m. in August

The energy question has a temporal shape as important as its total. Air-

conditioning demand is not flat; it peaks with heat, in the late afternoon of

the hottest days, exactly when solar resources fade and when every other

machine  is  also  running.  The  air  conditioner  is  therefore  a  peak-load

technology: a disproportionate share of grid investment exists to serve the

few hundred hottest hours of the year, and every utility planner in a hot

region thinks in air conditioners. The industry’s mitigations are old and

new. The old one is thermal storage, the ice bank that Chapter 1’s yakhchal
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anticipated:  make ice or chill  water at night,  when power is cheap and

cool,  and  melt  it  through  the  afternoon  peak.  The  new  one  is  the

connected, flexible air conditioner: machines that can trim a few percent of

compressor duty for twenty minutes without anyone noticing, aggregated

by the million into a virtual power plant. The grid of the cooling century

will lean heavily on both.

The feedback loop, honestly stated

It is fashionable to present the air conditioner’s climate role as a simple

vicious  circle:  warming  causes  cooling,  cooling  causes  warming.  The

honest  picture  has  more  structure.  Cooling’s  climate  impact  arrives  by

three  channels:  the  electricity  the  machines  consume,  whose  carbon

depends on the grid;  the refrigerants they leak,  whose potency the last

chapter measured; and the waste heat they export, which matters at city

scale.  Against these stand real  counterweights:  efficient machines,  clean

refrigerants,  clean  grids,  smarter  buildings,  and  the  fact  that  the  same

hardware, run as a heat pump, can displace fossil heating. The IEA’s own

scenario work shows the loop can be broken, not by fewer machines but

by better ones. The air conditioner is not the climate’s enemy or its savior.

It is a load-bearing technology of human adaptation whose full bill is now

visible,  and whose redesign is  among the century’s  central  engineering

projects.

Sidebar: the heat pump doubling

Every air conditioner is a heat pump running in cooling mode; reverse the

valve and the same machine heats  the room by pumping outdoor  heat

indoors,  delivering three to five joules of heat per joule of electricity,  a

return  no  boiler  can  match.  This  doubling  is  why  the  compressor’s

industry  sits  at  the  center  of  both  the  cooling  crunch and  the  heating
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transition: the room unit that cools Delhi in June heats Delhi in January,

and  the  electrification  of  the  world’s  heating  runs  through  the  same

factories,  the same refrigerants, and the same installer workforce as the

cooling this book has followed. The industries are one industry now, and

the  industry’s  own  naming,  HVAC&R,  is  finally  accurate:  heating,

ventilation, air conditioning and refrigeration, one family, one loop, four

directions.

The price of a kilowatt-hour

The energy question lands on households as a tariff problem, and tariff

design quietly decides how cooling spreads. Where electricity is expensive

relative to income, the efficient machine’s higher purchase price pays for

itself, and markets for premium efficiency thrive; where power is cheap or

subsidized, buyers rationally choose the cheap, hungry machine, and the

standards  machine  must  carry  the  whole  load  of  restraining  demand.

Where power is unreliable, the calculus changes again: households buy the

machine that starts on a weak grid, survives the voltage swings, and can be

repaired locally. Energy policy for cooling is therefore never only about

watts; it is about who pays, when, and how predictably. The air conditioner

has made electricity pricing a thermal-comfort policy instrument, whether

regulators intended it or not.

The building as the first machine

The deepest efficiency lever is not in the machine at all. A building that

shades its glass, seals its leaks, insulates its roof and vents its heat at night

demands less from the compressor in the first place; a building that ignores

all  four  demands a  machine twice the size,  running twice as  long.  The

industry’s own engineers have a saying structure for this: reduce the load,

then serve it.  The modern building-energy code movement, from India’s
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ECBC to  California’s  Title  24,  is  the  standards  machine  applied  to  the

building shell, and it is where the cooling future is cheapest. 25’s next cold,

it should now be clear, is as much an architecture as an appliance.

C H A P T E R  2 3

The Unequal Chill

Who gets to be cool

The air conditioner began its life as an industrial tool and a rich person’s

comfort,  and its  deepest  unfinished business  is  that  it  has  not  finished

becoming ordinary. The distribution of cooling across the world’s people

tracks the distribution of income with cruel fidelity: the countries with the

deadliest heat have the thinnest access to cooling, and within every hot

city the same gradient runs from the chilled tower to the tin-roofed room.

The nonprofit Sustainable Energy for All, whose Chilling Prospects series

has  become the reference accounting of  cooling poverty,  estimates  that

around one billion rural and urban poor are at high risk from lack of access

to cooling, with hundreds of millions more, lower-middle-income families,

able to afford only the cheapest, most inefficient machines. Cooling is no

longer best understood as a consumer good. It is, in the language the field

has  converged  on,  essential  infrastructure,  and  its  absence  is  a  public

health condition.

The  mortality  numbers  make  the  stakes  concrete.  The  Lancet

Countdown’s average for 2012 to 2021, as carried in the Chilling Prospects

special  edition  on  heat  vulnerability,  puts  heat-related  deaths  at  about

546,000 [55] a year worldwide. These are not deaths from exotic extremes

alone; they are the accumulated toll of ordinary heat on ordinary bodies,
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the elderly, the infant, the outdoor worker, the cardiac patient, dying in

rooms  that  a  machine  costing  a  month’s  wages  could  have  made

survivable. Chapter 1’s wet-bulb ceiling is the outer edge of the problem;

the  everyday  edge  is  lower,  and  it  is  crossed  every  summer  in  homes

without cooling.

The anatomy of access

Access to cooling is a stack of deprivations, and the stack explains why the

problem is harder than shipping machines. The first layer is electricity: a

household without reliable power cannot run a compressor,  and several

hundred million people still lack electricity altogether. The second layer is

money: the machine itself,  and then the running cost, which for a poor

household can be the difference between cooling and food. The third is

housing:  a  machine  cannot  hold  cold  in  a  room that  leaks  it,  and  the

informal housing of the world’s hot cities, metal roofs, uninsulated walls,

no shade, converts a modest heat into an oven. The fourth is information:

efficiency labels unread, setpoints set wastefully low, maintenance skipped

until the machine dies. And the fifth is the city’s own heat: the urban heat

island, the degree-by-degree penalty that concrete, traffic and exported air-

conditioner heat impose on the poor districts with the least green and the

least cooling, so that the neighborhood that can least afford the machine

needs it most.

Against this stack, the world’s answers are forming, and they go well

beyond the appliance shop. Passive cooling first: shading, reflective roofs,

ventilation,  tree  cover,  the  architectural  inheritance  of  Chapter  1

rediscovered as public policy, because the coolest joule is the one never

needed. Cooling centers and heat action plans, the library or mall declared

a  refuge  on  the  worst  days,  with  early-warning  systems  that,  on  the

Chilling  Prospects  numbers,  still  fail  to  reach  60  percent  of  Africa’s
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population. Efficiency standards and financing, so that the machine a poor

family  buys  is  not  the  cheapest  and  hungriest  on  the  shelf.  And  new

models of delivery: cooling as a service, where a household or a cold-chain

operator pays for chilled outcomes rather than capital equipment.

The national template

The country that has thought hardest about all of this as one problem is

India,  and its instrument is the India Cooling Action Plan, published in

March 2019, the first national plan of its kind. The ICAP, [43] produced by

the environment ministry’s Ozone Cell with a multi-stakeholder process,

lays  out  a  twenty-year  perspective,  2017-18  to  2037-38,  across  every

cooling  sector  at  once:  buildings,  cold  chain,  transport,  refrigerants.  Its

significance  is  architectural  rather  than  numerical:  it  treats  refrigerant

transition,  energy  efficiency,  cooling  demand  reduction  and  access  to

cooling as one interconnected agenda, exactly the structure this book has

built chapter by chapter. The Kigali Amendment’s framers recognized the

same linkage, and the Global Cooling Pledge has since internationalized it.

The plan that began as an answer to a treaty obligation has become the

template  other  hot  countries  are  adapting.  The  world’s  most  air-

conditioned future will be decided in precisely the countries now writing

such plans.

Sidebar: the ceiling fan question

No account of cooling access is honest without the ceiling fan, the unsung

machine of the hot world. A fan cools no air at all; it cools the person, by

speeding evaporation and convection, and at a cost of a few tens of watts it

delivers a large share of an air conditioner’s comfort across a large share of

the season. The IEA counts fans with air conditioners precisely because

they are substitutes at the margin, and public-health guidance treats the
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fan as the first line of heat defense, with a caveat that became famous in

the  heatwave  literature:  in  very  hot,  dry  conditions  a  fan  alone  can

accelerate heating, because it moves air hotter than skin across the body.

The fan and the compressor are not rivals but rungs of one ladder, and the

art of cooling policy is matching the rung to the household.

The worker in the sun

The sharpest edge of the unequal chill is occupational. The ILO [49]’s heat-

stress analysis, cited in Chapter 20, is at bottom an account of the world’s

outdoor  workforce:  the  billion  agricultural  workers  and  the  tens  of

millions in construction, most of them in the countries warming fastest,

paid  in  ways  that  punish  rest.  Piece  rates  and  daily  wages  make  the

rational heat response, slow down, rest, drink, an economic sacrifice, so

exposure compounds: the worker who cannot afford to stop is the worker

heat  hits  hardest.  The  protections  that  exist  are  the  pre-industrial  kit

formalized: water, rest, shade, schedule, acclimatization, and increasingly

the legal right to stop work in dangerous heat. A few jurisdictions have

begun  writing  heat  rules  for  outdoor  labor;  the  world’s  farm  and  site

workers mostly still rely on the oldest air conditioning there is, the human

schedule, and on the mercy of the calendar.

Heat action plans and the city that answers

The municipal answer has a name and a template: the heat action plan,

pioneered in South Asia and now spreading,  which ties  a  forecast  to  a

response: warnings issued, work and school schedules adjusted, water and

cooling centers opened, hospitals alerted, the vulnerable checked on. The

logic is  the logic of any disaster plan,  applied to a disaster that arrives

every summer on a schedule. The Chilling Prospects series notes both the

progress and the gap: 60 percent of Africa’s population still lacks access to
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a heat early warning system. The air conditioner sits inside these plans as

one tool among several, cooling centers being air-conditioned refuges by

another name, and the plans’ existence marks an official recognition that

heat is now a season to be managed, like flood or storm, rather than a

condition to be endured.

C H A P T E R  2 4

Bottlenecks

Every industry this library studies has its choke points, the narrow places

where materials, geography, regulation or skill constrain what the industry

can do. The air conditioner’s bottlenecks are distinctive because they sit at

the junction of three systems, the machine, the chemistry and the grid, and

a jam in any one of them jams the whole. This chapter walks the five that

matter most.

The compressor concentration

The first bottleneck is the heart itself. 12 recorded the numbers: over 60

percent of the world’s rotary compressor production capacity sits in four

companies, GMCC, [31] Gree, Highly and Rechi, with GMCC alone holding

about a quarter, and nearly all of it in China. Concentration at that level is

an  efficiency,  which  is  why room air  conditioners  are  so  cheap,  and  a

fragility, which the world glimpsed during the supply shocks of the early

2020s  when  compressor  and  component  shortages  rippled  into  empty

showrooms continents away.  There is  no quick diversification available:

compressor manufacturing is precision metalworking at enormous scale,

with tooling, lubricant chemistry and motor integration accumulated over
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decades,  and  the  advantage  compounds.  Any  honest  map  of  cooling

security begins with the compressor belt.

The refrigerant transition

The second bottleneck is chemical and logistical at once. The Kigali [51]

phase-down obliges the industry to drain high-warming refrigerants out of

both new production and the existing stock of billions of machines, and

that  is  slow,  unglamorous  work:  reclaiming  gas  from  dead  machines

instead of venting it, training technicians to handle flammable alternatives,

retooling production lines for new fluids, and doing it all while demand

doubles.  The transition has  a  black market,  too:  high-GWP refrigerants

smuggled  into  markets  with  quotas  have  been  a  standing  enforcement

problem in Europe,  a reminder that chemical  regulation without border

control invites leakage of the legal kind. The low-GWP future is technically

ready, as Chapter 21 showed; the bottleneck is the unglamorous middle,

recovery cylinders, training certificates, and customs codes.

The grid

The third bottleneck is electrical. A world that buys ten air conditioners a

second is a world building generating and distribution capacity to match,

and in the fastest-growing cooling markets the grid is the constraint that

binds first: the neighborhood transformer sized before the air conditioners

arrived, the summer peak that trips the feeder, the tariff that prices the

machine’s  appetite.  22  quantified  the  demand  side;  the  supply-side

bottleneck is that wires and transformers are slow infrastructure, ordered

in years while machines are bought in weeks. Grids can catch up, and heat

pumps show the same machines can also serve decarbonization, but the

planning horizon mismatch is real and runs the wrong way.
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The hands

The fourth bottleneck is human. An air conditioner is only as good as its

installation:  the refrigerant  charge,  the vacuum pulled on the lines,  the

drainage, the airflow. The industry runs on a global workforce of installers

and service technicians, and almost everywhere that workforce is short,

aging, and under-trained for the new flammable refrigerants that require

updated practice. The technician shortage is a standing complaint of the

industry press on every continent, and it connects directly to safety and

efficiency: an overcharged or poorly installed machine wastes electricity

for fifteen years, and a botched R-290 installation is a hazard. The trade’s

pipeline, apprenticeships, certifications, respectable wages, is the slowest

infrastructure of all, and the least discussed.

The affordability floor

The fifth bottleneck is the oldest: price. The machine the world most needs

in the places heating up fastest is the efficient, low-refrigerant, correctly

installed machine, and that machine costs more than the cheap fixed-speed

unit at the floor of the market. The result, documented across the Chilling

Prospects [55] series, is a market failure with a body count: the households

that most need cooling buy the least efficient machines, locking themselves

into  running  costs  they  can  least  afford,  or  go  without.  Financing,

standards that lift the floor, and business models like cooling-as-a-service

are the current  answers;  none has  yet  closed the gap.  The affordability

floor is where the energy question and the equity question meet, and it is

the bottleneck on which the others all press.
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Sidebar: the missing map

A quiet technical bottleneck underlies the policy ones: the world does not

actually know where its air conditioners are. No census of the installed

stock exists  in  most  countries;  efficiency policymakers  work from sales

data  and models,  refrigerant  banks are  estimated,  not  counted,  and the

mortality statistics of Chapter 23 are modeled averages rather than tallied

deaths. The Chilling Prospects special edition on heat vulnerability argues,

in  effect,  that  measurement  is  itself  an  adaptation  policy:  what  is  not

counted  is  not  defended.  The  industry  that  measures  everything  in  its

laboratories knows remarkably little about its machines once they leave

the showroom.

The copper question

The materials bottleneck deserves its own scrutiny, and copper is its center.

The industry’s copper demand rides a metal whose supply is already tight

from electrification everywhere else:  the same conductor that wires the

grid  and winds  the  motor  tubes  the  refrigerant.  Price  spikes  propagate

directly into machine costs, and the industry’s response has been the slow

substitution  chronicled  in  Chapter  11,  aluminum  coils,  thinner  tubes,

microchannel  heat  exchangers  that  use  less  metal  per  unit  of  capacity.

Substitution,  though,  has  its  own  ceiling:  copper’s  conductivity  and

workability  are  not  fully  replaceable,  and joining and repair  practice  is

built around it. The Copper book in this library follows the metal’s own

constraints; from this side, the point is that the cooling century’s material

appetite is large enough to be a factor in a global commodity, not merely a

passenger on it.
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The counterfeit machine and the contraband gas

Two  gray  markets  flank  the  formal  industry.  Counterfeit  and  falsely

labeled  machines,  bearing  inflated  efficiency  claims  or  borrowed  brand

names, circulate in weak-enforcement markets and sell against the honest

floor; the standards machine of Chapter 15 is only as real as the testing

behind it. And as Chapter 21 recorded, contraband refrigerant, smuggled to

beat  quotas,  undercuts  the  chemistry  transition’s  economics.  Both  gray

markets feed on the same asymmetry:  the customer cannot see quality.

Nobody  can  tell  an  overstated  SEER or  a  bootleg  cylinder  by  looking,

which is why the industry’s enforcement, customs work, and laboratory

capacity, unglamorous as they are, belong on the bottleneck list. A market

where the buyer cannot verify will always be invaded from below.

C H A P T E R  2 5

The Next Cold

The loop’s next century

The vapor-compression loop that Jacob Perkins patented in 1834 has been

improved  relentlessly  for  nearly  two  centuries:  better  fluids,  better

compressors, better controls, better materials. It is so good, and so cheap,

that  displacing  it  is  a  famous  graveyard  of  clever  ideas.  And  yet  the

pressures on it, the refrigerant transition, the energy question, the sheer

multiplication  of  machines,  have  pushed  cooling  research  into  its  most

fertile period since 1922. This chapter surveys the front of that work, with

the  discipline  this  book  applies  everywhere:  what  is  demonstrated  is
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described as demonstrated, what is promised is described as promised, and

the calendar claims belong to their claimants.

The efficient mainstream

The least  exotic  future is  the most  consequential.  Inverter  compressors,

variable-speed  fans,  electronic  expansion  valves,  larger  and  better  heat

exchangers, and intelligent controls together can roughly double the real-

world efficiency of the median machine sold today, with no new physics at

all. R-290 [31] and other low-charge natural refrigerants are moving from

European niche toward mainstream; Gree’s 2024 European launch of an

R-290 residential series, rated at the top of the European efficiency ladder,

shows the direction the compressor belt itself is taking. Connected control

turns each machine into a  grid asset.  Passive design,  the windcatcher’s

modern descendants in architectural form, cuts the load the machine must

meet. This is the next cold that actually arrives this decade, and it is mostly

engineering, regulation and money, not invention.

District cooling and stored cold

At building scale and above, the future looks increasingly shared. District

cooling,  a  central  chiller  plant  piping  chilled  water  to  many  buildings,

spreads  the  cost  of  the  most  efficient  machines,  thermal  storage  and

industrial-grade maintenance across a whole district, and it thrives exactly

where  density  is  highest,  from the  Gulf’s  new districts  to  the  business

quarters of Asian megacities. Thermal storage, the ice bank reborn with

modern controls, decouples making cold from using it, flattening the grid’s

worst peak. Deep source cooling goes further and borrows the yakhchal’s

logic at landscape scale: where deep cold water is available, in the Great

Lakes or the sea, it can be drawn up, run through heat exchangers, and

returned, replacing compressor work almost entirely for the districts lucky
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enough to  sit  beside  it.  None of  these  is  speculative;  each is  operating

today, and each is expanding.

The solid-state frontier

Beyond  the  improved  loop  lies  the  genuine  frontier:  cooling  with  no

refrigerant at all. The caloric effects are a family of solid-state phenomena

in which a material heats or cools when a field is applied or released. The

magnetocaloric effect cools when a magnetic field is removed from certain

alloys; the electrocaloric effect uses electric fields in special ceramics; the

elastocaloric  and  barocaloric  effects  use  mechanical  stress  in  shape-

memory metals  and plastic  crystals.  Prototypes  exist  in  laboratories  on

several continents; the obstacles are cost, fatigue life of the materials, and

the unglamorous difficulty of moving heat in and out of a solid quickly.

The honest status, as of this book’s writing, is promising physics, immature

engineering:  the  caloric  refrigerator  may arrive  as  a  niche product  this

decade  or  remain  the  industry’s  tomorrow  indefinitely.  Thermoelectric

cooling, the Peltier effect, already exists in coolers and instruments where

efficiency matters less than silence and size; improving its poor efficiency

is an old, slow quest.

Other approaches answer the load rather than the machine. Radiative

cooling materials, engineered surfaces that shed heat directly to the cold of

outer  space through the atmosphere’s  infrared window,  can cool  below

ambient  air  temperature  with  no  power  at  all,  and  panels  and  paints

exploiting the effect are moving from journal to rooftop. Desiccant systems

dry air with materials that drink moisture,  regenerating with low-grade

heat, separating the dehumidification half of the air conditioner’s job from

the  refrigeration  half.  Membrane-based  dehumidification  and  indirect

evaporative schemes push at the same seam. The pattern across all of them

is  the  same,  and  it  is  this  book’s  oldest  lesson:  the  cheapest  cooling
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removes moisture and heat with physics that does not need a compressor,

and the compressor then does only the remainder.

The shape of the answer

The next cold, then, is not one machine but a layering: passive design to

cut the load, fans and radiant surfaces to stretch comfort, shared chilled

infrastructure  where  density  justifies  it,  hyper-efficient  variable-speed

machines with benign refrigerants  for  the remainder,  and solid-state  or

desiccant  technologies  taking  slices  at  the  edges  as  they  mature.  The

machine  Carrier  drew  in  1902  survives  all  of  it,  improved  beyond

recognition; the loop Perkins patented in 1834 survives too. What changes

is the system around the loop: the chemistry cleaned up, the electricity

decarbonized,  the  waste  heat  minded,  the  access  widened.  The weather

indoors, manufactured for a century, has to be manufactured well. That is

the industry’s next century in a sentence, and this book’s last word goes to

it.

The Gulf: cooling as public utility

Nowhere is the machine’s infrastructure future more visible than around

the Persian Gulf,  where cooling is  not an amenity but the condition of

urban life.  District  cooling has been adopted there at  city scale:  central

plants, some among the largest refrigeration installations ever built, pipe

chilled water to airports, towers and entire districts, amortizing industrial

efficiency across millions of square meters. The region’s experience is the

world’s  preview  of  cooling  as  a  utility,  metered  like  water  or  power,

planned  like  transit.  It  also  shows  the  model’s  prerequisites:  density,

capital,  and planning authority strong enough to pipe a district.  Where

those exist, shared cold wins; where they do not, the split unit on the wall
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remains king, and the efficiency question falls back to the showroom and

the label.

The honest status of the frontier

A research frontier  deserves an honest  status board,  and this  book has

tried  to  keep  one:  radiative  cooling  materials  are  real,  measured,  and

moving toward rooftops, with durability and cost as the open questions;

desiccant  and  membrane  dehumidification  are  demonstrated  and  niche,

awaiting their manufacturing break; caloric cooling is laboratory physics

with  prototypes,  not  yet  a  product;  thermoelectrics  are  established  in

niches  and  stuck  at  low  efficiency.  The  vapor-compression  loop’s

competitors  have  been  five  years  away  for  fifty  years,  and  this  book

declines to schedule their arrival. What is not speculative is the direction

of  the  mainstream:  variable  speed  everywhere,  natural  refrigerants

spreading,  controls  becoming  intelligence,  and  the  load  itself  being

engineered down by better  buildings.  The next  cold,  in  other  words,  is

already shipping; it is just unevenly distributed, which is, in the end, the

entire argument of Part Six.
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A Cooling Timeline

circa 1300 BCE — A wind-scoop appears  on a  nobleman’s  house in a

tomb painting at Tell el-Amarna, Egypt: the malqaf, ancestor of the badgir,

is already old.

5th century BCE onward — Windcatchers rise over the cities of the

Persian plateau; Yazd becomes “the city of windcatchers.”

1748 — William Cullen’s ether-under-vacuum refrigeration experiment

appears in print in Edinburgh; in 1756 he gives the first documented public

demonstration of artificial refrigeration.

June 17, 1758 — Benjamin Franklin writes to John Lining describing

evaporation experiments with Hadley: a thermometer wetted with ether

gathers frost in a warm room.

1805 —  Oliver  Evans  conceives  a  closed  vapor-compression

refrigeration cycle. He never builds it.

February 10, 1806 — Frederic Tudor’s brig Favorite sails from Boston

for  Martinique  with  a  cargo  of  pond  ice.  The  ice  trade  begins,  to  the

Gazette’s amusement.

1834 —  Jacob  Perkins  patents  the  first  working  vapor-compression

refrigeration machine in England; John Hague builds and demonstrates it

in 1835.

1840s — Dr. John Gorrie of Apalachicola, Florida, builds machines to

make ice for his fever patients.

May 6, 1851 — The United States grants Gorrie patent 8,080 for the

artificial production of ice.

1850 — Edmond Carré builds the first absorption refrigerator. Ferdinand

Carré’s ammonia-water machine follows in 1858, patented in France 1859

132



and the United States 1860, and shown making 200 kg of ice an hour at

London’s 1862 exhibition.

1854 —  James  Harrison  begins  Australia’s  first  manufactured  ice

production at Rocky Point, Geelong.

1873 — The attempt to ship frozen Australian meat to England fails; the

refrigerated meat trade it rehearsed soon transforms three continents.

1876 — Carl von Linde patents his ammonia refrigerating machine in

Munich; refrigeration becomes a computed science, and breweries become

its first great customers.

July 17, 1902 — Willis Haviland Carrier, 25, dates the drawings for the

humidity-control  system  at  the  Sackett-Wilhelms  printing  plant  in

Brooklyn: the first modern air conditioner.

1904 — The Missouri  State  Building at  the  St.  Louis  World’s  Fair  is

mechanically cooled, the public’s first taste of comfort cooling.

May 1906 — Stuart W. Cramer proposes the term “air conditioning” to

the American Cotton Manufacturers Association.

1911 — Carrier  presents  his  Rational  Psychrometric  Formulae to the

ASME; air treatment becomes a calculable engineering science.

June 26, 1915 — Carrier Engineering Corporation is incorporated by

Carrier, Lyle and five colleagues, with $32,600 in capital.

May 1922 — Carrier unveils the centrifugal chiller at the Rivoli Theater,

New York; the Metropolitan Theater in Los Angeles receives the first well-

designed theater cooling the same year.

1924 — The J.L. Hudson department store in Detroit installs three 195-

ton centrifugal chillers after customers faint on bargain days.

1926 — Charles Kettering sets Thomas Midgley the task of finding a

nonflammable, nontoxic refrigerant.

January 1928 — The Milam Building opens in San Antonio: the first

fully air-conditioned high-rise office building, 300 tons of cooling.
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1928-1929 — “Manufactured weather” reaches the United States House

and Senate chambers.

1929 — Frigidaire markets a radio-cabinet room cooler for the home.

April  1930 —  Midgley  announces  the  fluorocarbon  refrigerants,

inhaling R-12 and blowing out a candle to prove its safety. Commercial

production: R-12 in 1931, R-11 in 1932, R-22 in 1936.

1932 — Schultz and Sherman’s window-ledge air conditioner reaches

the market, and sells poorly at first.

1939 — The Packard becomes the first factory air-conditioned car, its

machinery filling the trunk.

1947 — Henry Galson’s improved window units reach 43,000 sold in a

year; the home cooling boom begins.

1953 — Toshiba releases Japan’s first 1-horsepower window room air

conditioner.

1961 —  Toshiba  releases  the  world’s  first  split  air  conditioners:  the

machine is cut in two, and the world’s facades change forever.

Late 1960s — Most  new American homes are  built  with  central  air

conditioning; from 1969 most new American cars carry it too.

1974 — Molina and Rowland publish the chlorine-ozone mechanism in

Nature: the CFC bill comes due.

1982 — Daikin introduces variable refrigerant volume systems.

Late  1980s —  Toshiba  develops  the  first  inverter-driven  room  air

conditioner compressors.

September 1987 — The Montreal Protocol is signed; in force 1989. It

will phase out 99 percent of controlled ozone-depleting substances and win

universal ratification.

1995 — The Nobel  Prize in Chemistry goes to Molina,  Rowland and

Crutzen.

1998 — Japan’s Top Runner program makes the best machine on the

market the next minimum standard.
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2005 — Japan’s Cool Biz campaign asks offices to hold 28 degrees and

workers to shed their ties.

October 2016 — The Kigali Amendment phases down HFCs; in force

January 1, 2019; worth up to 0.4 degrees Celsius of avoided warming by

2100.

2018 —  The  IEA’s  The  Future  of  Cooling  counts  1.6  billion  air

conditioners,  10  percent  of  world  electricity,  and  projects  5.6  billion

machines by 2050.

2019 — India publishes the first national cooling action plan, the ICAP,

a twenty-year program; Daikin opens its R-32 patents to the world.

2024 —  World  air-conditioner  demand  reaches  an  estimated  131.6

million units in a single year; the industry Daikin’s figures and Carrier’s

reports now measure in the tens of billions of dollars and the trillions of

yen.
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Afterword
The Weather Indoors

This book began with a glass and a question: who made the cold, and at

what cost? The answer has turned out to be a world.

A  physician  in  Apalachicola  trying  to  cool  his  fever  patients,  dying

broke with a patent in his drawer. A Boston peddler sending pond ice to

Calcutta until the crowds on the ghat asked if ice grew on American trees.

A  twenty-five-year-old  with  a  drawing  dated  July  17,  1902,  solving  a

printer’s wrinkle problem and naming, without knowing it, the century’s

comfort.  A  mill  engineer  coining  the  word  over  cotton.  A  chemist

breathing his own molecule to prove it safe, and a pair of chemists, forty-

six years later, proving what that molecule did to the sky. A treaty every

nation  on  earth  signed.  A  compressor  belt  in  Guangdong  making  the

hearts of the world’s machines. A billion people still outside the machine’s

mercy, in rooms where summer is a risk.

The material view asks us to see the thing itself, and the thing itself is a

loop of copper with a fluid inside, boiling in one coil and condensing in the

other, moving heat against its will. Around that loop the modern world has

accreted: the factories that cannot run without stable air, the cold chain

that decides whether food and vaccines survive, the data centers that carry

the economy’s memory, the skylines of cities that would not exist at their

present scale, the demographic maps of nations drawn by the thermostat.

The  air  conditioner  is  the  rare  technology  that  has  altered  both  the

molecular  handling  of  air  and  the  geographic  arrangement  of  human

beings.
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The machine’s future is genuinely open. Its chemistry is being rebuilt

for the third time. Its electricity is being decarbonized and its peaks being

shaved. Its physics is being challenged by solids that cool without fluids at

all. Its access is being extended, too slowly, toward the billion who need it

most. And its founding question, what do human beings owe one another

in  the  heat,  is  being  re-asked  as  the  climate  the  machine  was  built  to

escape keeps warming.

Somewhere  tonight,  a  technician  will  vacuum  the  lines  of  a  new

installation,  charge it  with propane wearing the name R-290,  and hand

over a room whose weather is now a choice. That small scene contains the

whole book: the loop, the chemistry, the trade, the hands, the comfort. The

oldest enemy has not been defeated; it has been negotiated with, at the

cost of a fifth of the electricity in the world’s buildings and one of history’s

great  chemical  lessons.  The negotiation continues.  It  is,  in  the end,  the

same  negotiation  human  beings  have  conducted  since  the  first  hand

fanned the first face: how to live, fully, on a warm and warming earth, with

machinery, with judgment, and with one another.
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